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Abstract
The development of a rule base for a syntactic pattern recognition system
can take many person-months to complete. The rule base design, most often
done manually, is prone to error and inaccuracies, thus lowering the performance of the classifier. A methodology is proposed in this paper to automatically learn a set of rules for a syntactic classifier. A measure of similarity
between feature strings based on a weighted Levenshtein distance is defined.
Based on the distance measure, a hierarchical clustering algorithm groups images into subclasses. Rules are generated that represent the hierarchy. An error
correcting step is applied to create the final rv.lebase.
A study of the performance of a nearest neighbor classifier and an intermediate representation for a rule base hierarchy generated by our technique is
given. Both classifiers were trained and tested on unconstrained handwritten
digits taken from ZIP Codes on live mail. A discussion of future work and
enhancements to the system are also presented.
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Introduction

"I

Syntactic pattern recognition has been a topic of research interest for many years
and has resulted in many successful applications such as character recognition [lJ and
digit recognition for postal codes [l1J. A typical syntactic pattern recognition system
first extracts a set of structural features from an input image. The features are then
recognized by a set of rules. The rule that matches best provides the classification of
the input image.
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The advantages of this approach to pattern recognition are numerous. Most importantly, recognition can be very fast as simple rules are often used. Sometimes
a feature description is matched sequentially to rules and the first successful match
provides the decision. This is a further advantage as the more frequently fired rules
can be placed before t~ess frequently fired ones. Such speed considerations make
this methodology ideal fO real-time applications.

J

There are several disadvantages to implementing such a system. The most significant one is the development of the rule base. Typically, this is a time-consuming
manual process in which a person writes a set of rules based on his or her experience
and intuition. These are then used to recognize a set of training examples. The errors
in recognition are inspected and the rule base is tuned to eliminate them. This process
is repeated again and again until a desired level of performance is achieved. Because
of the complex interactions between rules that can occur, many person-months may
need to be devoted to rule base design.
Techniques of grammatical inference could be applied to the derivation of a rule
base [6]. These methods are supplied with a set of feature strings and their classifications. A grammar or rule base that characterizes these strings is then derived. While
it is relatively simple to infer grammars that generate only the samples in a given
set, it is difficult to determine when generality should be introduced. This is because
the purpose of adding generality is to recognize a wider range of samples than those
in the training set. However, the introduction of too much generality may cause the
system to make an unacceptable number of errors when it is exposed to previously
unseen data.
Clustering is an alternative approach to deriving a rule base that could be used.
In statistical pattern recognition, clustering can decrease the computation time of a
nearest neighbor classifier. A nearest neighbor classifier uses a distance measure to
compare an unknown pattern to a set of pre-classified training data. The decision
of the classifier is the class of the training sample with the minimum distance to the
unknown. Clustering can be used to improve the execution time of a nearest neighbor classifier by grouping feature descriptions together that are separated by small
distances. The centers of these groups can then be used as the training data. Instead
of computing the distances between an unknown and every training sample, only the
distances between an unknown and the cluster centers are calculated. Intuitively,
the cluster centers represent the generality desired of a rule in a syntactic pattern
recognition system.
Clustering has been applied to the generation of a recognizer for syntactic patterns
[5]. In this methodology, a distance measure was defined on syntactic patterns based
on the Levenshtein metric [8]. A set of syntactic patterns was presented to the
system sequentially. As each pattern was observed, it was compared to the clusters
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that existed already. If the distance to the nearest cluster was above a fixed threshold,
a new cluster was started. Otherwise the pattern was merged into the nearest cluster
by inferring an error correcting parser for the patterns in the cluster. Recognition of
unknown' patterns was performed by parsing them with the error correcting parsers
for each cluster and assigning an unknown the identity of the parse result with the
lowest cost.
An alternative approach proposed here is to follow the statistical clustering methodology as an improvement to nearest neighbor classification more closely. The patterns
in a training set are clustered hierarchically. The hierarchy naturally represents the
structure of a rule base in a syntactic pattern recognition system where high level
rules classify an unknown into a 'group of classes. Detailed rules discriminate between
between the members of such a group. It is proposed that the cluster hierarchy be
used to derive a rule base to recognize unknown patterns. This retains the information represented by the hierarchy and provides the speed advantages of a rule-based
system. A further advantage of this approach is that the clusters can be used in a
modified nearest neighbor classifier. A branch and bound search can then be executed
on the cluster hierarchy with only a limited number of comparisons to individual feature descriptions being performed. Such an approach has been used successfully to
supplement the nearest neighbor rule with statistical feature vectors [7]. The application of this methodology to syntactic pattern recognition would significantly speed
up a nearest neighbor classifier.
The rest of this paper proposes a two-level method for the automatic derivation
of a rule base for a syntactic pattern recognition system. Hierarchical clustering is
applied to a given set of training data. A rule base is then derived from the resulting
clusters.

2

Algorithm Description

The basic outline of the proposed algorithm for generating a rule base for a syntactic
pattern recognition system is shown in Figure 1. The feature extraction step converts
images in the training set into syntactic patterns. A syntactic pattern, or feature
string, is a high level description of an image based on a pre-defined set of feature
primitives.
The clustering step uses an agglomerative hierarchical clustering (AHC) algorithm
to infer subclasses that are contained in the feature strings of the training set [2, 3].
The AHC algorithm uses a similarity measure over syntactic strings as a basis for
clustering. The clusters are formed into a hierarchy where higher levels are generalizations of lower levels. The initial training data is at the bottom of the hierarchy.
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The rule conversion step transforms each cluster center into a rule for a syntactic
classifier. The top levels of the classifier give general descriptions for the most common
subclasses of each class, while the lower levels of the rule base have specific prototypes
for each Class. The rule base corresponds very closely to the structure of the cluster
hierarchy.
The error correction step post-processes the rule base. Portions of rules are located
that may cause confusion for similar classes. Extra rules are added that enhance
correct recognition performance.
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Figure 1: General Description of Rule Learning

2.1

Feature Extraction

A syntactic description of an image consists of structural feature primitives that
describe differel'\t local variations. Figure 2a shows an example of a set of structural
feature primitives that are defined by the curvature around the contour of a binary
image. An example of each feature is also shown. Eight contour primitives are given.
Each of these is further described by one of 16 locations and one of eight directions.
Figure 2b shows an example of the digit "2". Specific features detected around its
contour are indicated by the letters "a" through "k". The full structural description
of these features is shown in Figure 2c.

2.2

Clustering

A clustering process is applied over the initial training set to infer the subclasses that
occur in each class. Each sample in the training set is associated with a truth value or
class. Within each class, a large variation between images is exhibited. Choosing one
image as a representative for an entire class is difficult to do without over-generalizing.
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Figure 2: Feature Primitives
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A solution is to further subdivide each class into its naturally occurring subclasses.
A representative image of each subclass can be chosen more easily. A class can then
be represented by prototypes from the subclasses.
An agglomerative hierarchical clustering algorithm finds the subclasses in each
class. All the data are separated into a small number of broad classes at the top of the
hierarchy. These broad classes are further subdivided into smaller groups, and so on,
until the terminal level of the hierarchy is reached. The individual training samples
are stored here. Agglomerative techniques construct the hierarchy by successively
merging samples and groups of samples together ina bottom-up fashion. Different
levels of the hierarchy thus represent different amounts of blurring of the data.
The merging that occurs during clustering is a method of generalization. The
effect of successive merges is to discard variations due to noise introduced by the
digitization process, pen fluctuations, and writer inconsistencies, leaving only the
essential descriptive features of a group of images. As the top of the cluster hierarchy
is reached, more of the inconsequential features are removed. A point is reached
where there are no more inconsistencies between the images in a group and unique
subclasses are defined.
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The clustering algorithm first computes a similarity measure between each sample
and every other sample. Each sample is then merged with the sample it is closest
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to, i.e., the sample that minimized the similarity measure. The centers of the groups
are then computed and the algorithm is re-applied to the centers. This process is
repeated until the number of centers stabilizes after a re-application of the algorithm.
The resulting hierarchy and the samples it contains are stored for later use.

2.2.1

Similarity Measure

The similarity measure is based on a modified weighted Levenshtein distance [8]. The
Levenshtein distance is defined as the minimum number of edit operations needed
to transform one syntactic string lnto another. The edit operations are: insertion,
deletion, and substitution of one feature for another. An additional rotational edit
operation is added to keep the feature strings invariant to rotations during feature
extraction. The algorithm for computing the similarity measure is stated below. It is
based on a dynamic programming technique and not only returns a numerical value
for the distance between two feature strings, but also a trace of the edit operations
needed to convert one string into the other with minimal cost [9, 12].
The minimal cost D of transforming string x = aI, a2,' .. ' an into string y
bI, b2 , ••• , bm can be computed be the following recurrence equation.

D(n -1, m) + G(a n ," ")
(delete an)
D(n,m) = min D(n,m -1) + G(" ",bm )
(insert bm )
{
D(n -I,m -1) + G(an,bm ) (substitute an for bm )
where D(i,O) = G(ai,"") for all i,
0< j :s; m.

°<i:S;

n, and D(O,j)

= G(" ",bj )

for all j,

The cost matrix G is used to weight each of the edit operations. Insertion, deletions,
and substitutions are given by G("" ,ai), G(ai' " "), and G(ai,bj ) respectively. Where
ai and bj denote the primitives defined in the feature extraction step.
Rotation invariance is accomplished by a rotation of one of the feature strings.
Therefore the overall similarity measure is given by the minimum of D(nk' m) for
k = 1, ... , n, where nk is the kth circular rotation of string x.

2.2.2

Definition of Cost Matrix

The cost matrix adjusts the similarity measure to individual feature sets and initiates
the appropriate merging during clustering. The objective of clustering is to generalize
the images into subclasses. The essential features for each subclass need to be inferred
from the training samples. When two similar feature strings are compared, the excess
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information due to writer variation is removed. This leaves only those features that
describe the particular image subclasses. This is accomplished by adjusting the values,
in the cost matrix. An example of this is making the cost of deleting a feature less
than the cost of inserting it. This guarantees that clusters are formed by discarding
excess features.
It must be noted that by using a weighted cost matrix where the cost of inserting
a symbol may be different than the cost of deleting it, the similarity measure may
not satisfy the basic axioms for a metric. Symmetry, where D(i,q) = D(q, i), and the
triangular inequality, where D(i,q)::; D(i,p) +D(p,q), do not necessarily hold. The
implementation of the clustedng algorithm has been designed to compensate for this.

2.2.3

Cluster Agglomeration

Cluster agglomeration is the merging of sample data into clusters. To merge two
feature strings, the edit operations that were done in the calculation of the distance are
performed on the strings. First the indicated rotation is performed to align the feature
strings. The combination of insertions, deletions, and substitutions are then done,
creating a composite string that represents the two original strings. Substitutions are
performed by combining the two features in a fashion similar to a logical or operation.
After multiple merges of similar features strings, the agglomerative feature string
may contain all the information associated with the strings that have been involved
with the merging. It also can represent other images that were not merged. Shown
in Figure 3a are three images with their individual and agglomerative feature strings.
Also shown in 3b is an image that was not involved in the merging operation but is
represented by the agglomerative string.

777 7

TCFrAB

TCCfBP

TCCTBB

TCFrBP

~1/

(b)

TCF(C)TA(B )B(P)
(a)

Figure 3: Agglomeration of Feature Strings
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2.3

Rule Conversion

Once the cluster hierarchy is defined, and all the subclasses have been inferred, a rule
base can be constructed. The rule base is similar in structure to the cluster hierarchy,
where there are general rules near the top of the rule base and more specific rules at
the bottom.
A rule is a syntactic description of an image. Shown in Figure 4 is an example
of a rule that describes the image shown in Figure 2a. Each rule consists of a set of
clauses, representing the essential features of an image. A clause can have multiple
entries for a feature, to allow for slight variations of images that may match the same
rule.
1: Canyon @ xlx2x3yOyl @ SE I S I SW I W
2: Tine @ xOxlx2yOyl @ S I SW I W I NW
3: Elbow I Bend I Arc @ x2x3yOyl @ NINE IE
4: Fissure I Canyon @ xOxlx2x3y2y3 @ NINE I ElSE
5: Tine @ xOxlx2x3y2y3 @ NINE I ElSE I S
6: Tine @ xOxlx2x3y2y3 @ SW I W I NW

Figure 4: A Rule for a '2'
The conversion from a cluster hierarchy to a rule base is straightforward. All of the
subclasses that are generated for each class are combined. The hierarchical nature of
the clusters is retained by noting which clusters are agglomerations of others.
Shown in Figure 5b is a section of a rule base that has been generated from a
cluster hierarchy. There are some images superimposed on the top level clusters.
These are the images that denote the rule. Figure 5a is a candidate image that is
to be classified using the rule base. As can be seen, the image in Figure 5a is very
similar to two of the classes in the rule base, namely the twos· and the sevens. In this
case, a traversal of the rule base is needed to correctly classify the candidate image
as a seven.

3

Implementation

This section describes details of the implementation of the techniques discussed earlier. The system has been trained and tested on unconstrained handwritten digits,
but can be extended to other image sets. All training and testing data are taken from
the US Postal domain. Specifically for digit recognition, the data is obtained from
the ZIP Codes of a sample of US mailpieces [10].
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Figure 5: A Portion of a Rule Base with Images Denoting the Rules

3.1

Feature Extraction

The conversion from pixel based images to syntactic feature strings is accomplished
in three steps: chain code extraction, curvature calculation, and feature extraction.
The chain code is extracted from both the inner and outer contour traces of each
image. Directly from the chain code, a curvature value is calculated at each point
along the contours. Noise introduced by the digitization process, pen fluctuations,
and slight writer inconsistencies is removed by a smoothing function incorporated
into the curvature calculation.
'
The eight contour features shown in Figure 2a are defined based on the degree
of curvature present at each point. Concave regions are assigned negative curvature
values and convex regions are assigned positive curvature values. The feature set is
split into three concave and five convex features. Each contour feature also has a
direction and a location. Direction is quantized to eight compass points and location
is defined by superimposing a 4 x 4 cartesian grid with the origin in the upper left
corner, onto the bounding box of the image [11.
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3.2

Rule Design

A rule in the rule base is a generalization of a feature string. Each member in a
rule is called a clause, which is made up of triples: (feature, direction, and location).
The members of the clauses can have multiple entries, to allow for variations in
handwriting style. The rules are taken directly from the cluster centers generated by
the AHC algorithm.
A conceptual description for a rule describing the number one is, "a straight line
extending from anywhere near the top of the character box to anywhere near the
bottom of the character box." Preferably the top and bottom are at the same xcoordinate when the feature grid is superimposed. So a general rule corresponding
to the conceptual description for a one would have two clauses, each clause having
one feature, namely a sharp curvature, or symbolically a'Tine (see Figure 2a). The
location could be any position along the top of the character box, for the first clause,
and any position along the bottom of the character box for the second clause. The
direction could also have multiple entries denoting slight variations in direction that
each of the Tines could be facing. The clause defining the upper portion could have
the North, Northwest, or Northeast, compass directions, whereas the clause defining
the lower portion could have the South, Southwest, or Southeast compass directions.

3.3

Clustering

The clustering process is done by first creating an .N X N similarity matrix for all
distinct pairings of the N samples in the training data. Each row r, 1 :5 r :5 N of the
matrix, is scanned, one at a time. The minimum distance d m = D(rl,re),2 < c :5
N, c =I- r is calculated for row r. The list of clusters that have been formed are also
scanned, the list is initially empty. The minimum distance de = D( rl, Ci), 1 :5 i :5 C,
where C is the maximum number of clusters created so far, are calculated. If dm < de
then a new cluster is formed with the two children being dl and r e , otherwise dl can
be added to cluster q.
Before a new cluster is formed, checks are made to insure that the image chosen
to merge into the candidate image does not fit better elsewhere. In every data set,
there are always outliers present. Merging the best fit images into the outliers prevents
those images from being clustered into a more appropriate cluster later in the process.
Once re is chosen, dek = min D(re, ri), where 1 :5 i :5 N, and N =I- c, the minimum
distance feature string to re is calculated. It would be expected that rl = rio In the
case where rl =I- ri, ri is probably an outlier and should not be part of any cluster.
Once the first level of clusters is created, a similar process is followed to create
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the rest of the hierarchy. A similarity matrix for level n of the cluster hierarchy is
created. All the cluster centers are clustered and level n +1 of the hierarchy is created.
Pointers are kept to the lower levels. Each cluster is now an agglomeration of more
specific cluster centers. No information is lost, so each cluster can be expanded into
its constituent parts, all the way down to the original feature strings.

4
4.1

Recognition Results
Nearest Neighbor

A nearest neighbor classifier was constructed to test the performance of the similarity measure. A training set of 15,000 handwritten digits and a testing set of 2711
handwritten digits were used. The nearest neighbor classifier achieved a correct rate
of 94% with a substitution rate of 6%. No provision was made for a reject when the
distance was too far.
This performance is consistent with other classifiers trained and tested on the same
data sets. Error cases were due to segmentation deficiencies and true ambiguities.
There are some cases where different people asked to identify the same digit would
classify it into two different classes. There is an arbitrary judgment as to when, for
example, a zero becomes a six, a nine a four, or when a seven becomes a two.

4.2

Branch and Bound of Cluster Hierarchy

A nearest neighbor classifier tests an unknown against each of the training samples,
retrieving the classification of the unknown from the minimum sample.

Cu

= minD(u,si) for all

°

~i

<S

where S is the number of training samples in the nearest neighbor classifier.
In our case, S = 15,000. So, the similarity measure must be calculated 15,000
times. Because of the number of samples and the inherently slow similarity measure,
about five minutes of CPU time on a Sun Sparcstation are needed to recognize each
digit.
Recall that each class is clustered separately. To perform recognition over all
classes, a branch and bound search is initiated over the duster hierarchies for each
class. The clusters at the top of the hierarchy are compared to the unknown, using the
similarity measure. The most promising cluster is expanded, and the path with the
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least cost is followed. The search tree traversal is continued until one of the original
training samples is reached that has the lowest cost.
The performance of this method is comparable to the nearest neighbor algorithm.
A 90% recognition rate is achieved. Classification of an unknown is done in 200
comparisons on the average with a running time reduction of 93% over the nearest
neighbor.

5

Conclusions and Remarks

A methodology for deriving a rule base for a syntactic pattern recognition system was
proposed. A hierarchical clustering algorithm was used to' generate a tree of clusters
that represent the generality and testing strategy desired of a rule-based classifier.
The cluster tree is then transformed into a rule base. Training data is fed through
the resulting classifier. An error correction step uses the results of this step to adjust
the rules, eliminate errors and improve the correct recognition rate.
An implementation of the first two steps of the approach were discussed. A feature
extraction methodology was defined and applied to images of handwritten digits from
postal address images. An agglomerative hierarchical clustering algorithm was used
to construct the cluster tree. The centers of the clusters were then used in a branch
and bound search as a replacement for a nearest neighbor classifier. The branch
and bound algorithm was able to retain almost the same recognition performance
as the nearest neighbor method. However, there was a significant drop in the time
required to recognize each digit. This demonstrates that the cluster tree retains the
-information needed in a rule base. Future work includes an implementation of the
strategies for rule conversion from the clusters and error correction. Preliminary work
currently under way has demonstrated the viability of the proposed methods.
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