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A technique for combining the results of structural classifiers in a multi-classifier image 
recognition system is presented. Each classifier produces a ranking of a set of classes. 
The combination technique uses these rankings to determine a small subset of the 
set of classes that contains the correct class. A group consensus function is then 
applied to re-rank the elements in the subset. This methodology is especially suited 
for recognition systems with large numbers of classes where it is valuable to reduce 
the decision problem to a manageable size before making a final determination about 
the identity of the image. Experimentation is discussed in which the proposed method 
is used with a word recognition problem where 41 classifiers are applied to degraded 
machine-printed word images and where a typical lexicon contains 500 words. A 92 
percent correct rate is achieved within the 10 best decisions for 1710 test images. 

1. Introduction 

In practical feature-based multi-class pattern recognition problems, one often finds that a 
large number of features can contribute to recognition. In many existing systems, feature 
values are normalized and represented as a feature vector. A classifier decides class identity 
by evaluating discriminant functions or distance functions defined for these feature represen
tations. 

Parametric statistical classifiers using discriminant functions assume a certain underlying 
distribution model for the feature values of each class. These models are often idealistic and 
the estimation of parameters requires a large number of labeled sample patterns. The design 
of the classifier is generally difficult when the features are not statistically independent. For 
non parametric statistical classifiers using distance functions, performance depends on the 
effectiveness of the feature descriptor and the distance function. 

Useful features can be very different in nature, covering a range of strengths in mea
surement. Variables that describe the features could be nominal, ordinal, interval-scaled or 
ratio-scaled. For instance, we can be interested in the existence and location of a perceptual 
entity like an edge, and also a lower level feature like a count of all the black pixels in the 
image. 

Though some descriptor can always be developed to represent such a collection of features, 
it is nontrivial to define a meaningful distance function. Variables of different types remain 
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invariant under different transformations, and can be sensitive to different patterns of degra
dation. Sometimes it is impossible to define a single distance function that is appropriate 
for all types of features that may contribute to recognition [16]. 

Recently, it has been observed that a multiple classifier system can be advantageous in 
pattern recognition problems involving diverse features [9], [10]' [17]. A multiple classifier 
system has the following two advantages: 

(i) different distance functions (metric or nonmetric) can be defined for different subsets 
of features, such that the evaluation operations will be appropriate for all the feature 
types, and 

(ii) features sensitive to different degradation patterns can be separated, and dynamically 
selected when estimates on the degradation patterns are available. 

Classifiers that use a single feature or a small set of features may result in very unstable 
performance, depending on the discrimination power of the feature set, accuracy of the 
detection algorithm, and the type of degradation in the image. As a result, each classifier 
may perform well on only a limited type of data. Figures l(a) to (c) show images with some 
essential shape features present or missing. Classifiers using those features are expected to 
have unstable performance. 

Figure 1: Word images illustrating presence/absence of some features: (a) complete hole 
and strokes, (b) broken holes and complete strokes, and (c) broken holes and strokes. 

A critical question for this approach is whether one can combine the decisions of the 
individual classifiers, and obtain one classifier with performance better than anyone working 
in isolation. In this paper, we demonstrate that this is possible, and propose a method 
that can be used to combine the decisions of individual classifiers to obtain a classification 
procedure which performs better than any of the individual classifiers. 

2. The Intersection Approach and the Union Approach 

In a multiple classifier system, each classifier produces a ranking of a set of allowable classes, 
by evaluating a measure of distance between the feature descriptors obtained from the image 
and those stored as prototypes. We will call the classes ranked near the top as the neighbor
hood of the true class for the image determined by a classifier. The objective of recognition 
is to produce a set of candidates that contains the possible true class. Perfect recognition 
will be achieved when the true class is the only output candidate. 
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To combine a set of rankings, two opposite approaches are possible. In the first approach, 
a large neighborhood is obtained from each classifier, and their intersection is then output 
as a set of candidates. Hence a class will be a output candidate if and only if it is in all the 
neighborhoods. In other words, a decision is made if it is confirmed by all classifiers. In the 
second approach, a small neighborhoods is obtained from each classifier. The union of these 
neighborhoods is output as a set of candidates. A class is output as a candidate if and only 
if it is in at least one of the neighborhoods. 

Obviously the intersection approach is appropriate only when all the classifiers have mod
erate worst case performance, such that thresholds on neighborhood sizes can be selected 
in a way that the set of output candidates can be small, while the true class will not be 
missed. However, for a set of specialized classifiers working on small subsets of features, this 
is usually not achievable, since each classifier may perform poorly for certain types of inputs. 
We propose that the union approach is preferred for combining a set of highly specialized 
classifiers, because the strength of any individual classifier can be preserved, while its weak
ness can be compensated for by other classifiers. The following discussions in this paper are 
mostly on the union approach. We will first show how the worst case performance can be 
improved by using our method to determine the sizes of the neighborhoods, and then how 
the set of output candidates can be ranked by combining the rankings from the individual 
classifiers. 

3. Related Studies 

One way to organize a set of feature-based classifiers is as a decision tree. Decision trees have 
a sequential and hierarchical organization. They are well-studied; a survey of decision tree 
methods is given in [13]. The topology of the tree is determined according to an optimization 
criterion, like minimizing the probability of misclassification and expected test cost. 

The application of committee methods to two-class problems and an algorithm for the 
construction of a minimal committee is discussed in [12], where the final decision is made 
by majority vote. In a problem with hundreds of classes and many classifiers, a rule is 
needed which will determine a consensus ranking from the rankings given by a group of 
individual decision makers. Such a rule is often referred to as a group consensus function 
or a social welfare function [14]. Conditions on such functions and possibility theorems on 
various assumptions have been discussed in [1] and [8]. The logic of committee decisions and 
of elections, as well as a history of the mathematical theory of committees and elections are 
presented in [3]. A formal treatment of social choice functions, with much emphasis on the 
study of majority functions is presented in [7]. A theory of distances between partial orders 
is given in [4]. 

3 



4. The Recognition System 

The proposed algorithm for classifier combination anticipates a recognition system like the 
one shown in Figure 2. 
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Figure 2: A Multiple-Classifier Recognition System. 

classifiers 

rankings 

A set of classifiers are applied to an input image. Each classifier produces a ranking of a 
set of allowable classes. A small number of classes are chosen from the top of each ranking 
by a set of thresholds. The union of these subsets of the set of classes is ranked by a group 
consensus function, and then output by the recognition system. 

The proposed algorithm chooses the set of thresholds to minimize the size of the union 
and maximize the probability that it contains the class of the input image. We are concerned 
with cases where there are a large number of classes (500 or more) [l1J. 

To choose the thresholds, the classifiers are first applied to a set of training data. A 
performance table for the training set like the one shown in Table 1 can then be obtained. 
The left half of the table shows the rankings of the true class in each image by each of the 
classifiers. We perform a transformation that takes the minimum ranking in each row and 
produces the right half of the table. The rankings can be partial orders, but, for convenience, 
we convert all of them into total orders by resolving ties using an arbitrary order in the set 
of classes. This data structure is the basis of the proposed technique for threshold selection. 

5. Proposed Algorithm for Threshold Selection 

This section presents a formal description of the algorithm for threshold selection in a multi
classifier recognition system. 
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Table 1: Example Performance Table for a Training Set 
rank~ 

. , 
rowm~ni 

1i \Cj C1 C2 C3 C4 C1 C2 C3 C4 

h 3 12 1 24 0 0 1 0 
12 1 5 29 12 1 0 0 0 

Is 34 3 4 6 0 3 0 0 
14 9 7 6 7 0 0 6 0 

h 4 36 5 5 4 0 0 0 
16 16 2 3 4 0 2 0 0 

colmaxj 4 3 6 0 

Let rankij be the ranking of the true cla88 in image i by classifier j, where i = 1,2, ... , n 
and j = l,2, ... ,m. 

Define { 
rankij if Vl, 1 ::; l ::; m, rankij ::; rankil 
o otherwise 

colmaxj Maxi (rowminij) 

we can then claim that Vi, 3j such that rankij ::; colmaxj. 

Proof: (by contradiction) otherwise, 3k, we have Vj rankkj > colmaxj. 
Then 3l, rowminkl = Minj (rankkj ) > colmaxj (I), 

(def) (1) 
and colmaxj :2': rowminkl > colmaxj which is a contradiction. 

This claim says that for any image Ii in the training 8et, if we take top colmaxj decisions 
from classifier OJ for each j, and take the union of all these decisions, then the true class for 
image Ii mU8t be contained in this union. The colmaxj values are the thresholds determined 
by this method. The thresholds can then be used to obtain unions for other test sets. 

Intuitively, colmaxj for classifier j is the wor8t ca8e deci8ion by classifier j, when no other 
cla88ijier8 can do better than it. Consider an ideal system such that we know, by observing 
the performance on a training set, that for any input image, there exists a classifier which 
will rank its true class at the top. In this case all the colmaxj's equal to one, that is, we 
only need to consider the top decisions from all the classifiers. Consider another system 
that there is only one classifier. In this case colmax1 is the worst case rank given by that 
classifier. 

6. Observations 

For any j, if colmaxj = 0, then classifier j is redundant, in the sense that its decision is 
always inferior to some other classifiers. Classifier 0 4 in Table 1 is redundant in this sense. 
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Let {Gjl' G12 , ... , Gjk } be any subset of the original classifier set, and let the maximum 

union size be defined as 

jk 
MUS = L colmaxj 

j=i1 

For the example given in Table 1, MUS = 4 + 3 + 6 = 13. That means all the true 
classes for the images in this training set will be included in a union of size at most 13, which 
is smaller than the number of decisions needed from any individual classifier for the same 
correct rate. 

Yet one may notice that for the example in Table 1, if we use only the classifier subset 
{GI,Gd, or {G2,G3}, and obtain the thresholds colmax/s following the aforementioned 
procedure, we will need a union of even smaller size (11 in both cases). In fact, the smallest 
union size (10) can be obtained if we use the subset {GI ,G3}. This observation leads to a 
method for classifier subset selection. 

7. Classifier Subset Selection 

A method for classifier subset selection can be derived based on the previous observations. 

If MUS is minimized over all possible subsets, then {Gjl' G12 , ... , Gjk } is the theoretical 
minimum-un ion-size (optimal worst case performance) classifier subset for the training set. 

A direct implementation of this selection technique would require evaluation of MUS 
over the power set of the classifiers and thus is not a polynomial algorithm. The complex
ity may preclude its application to larger classifier sets. One simplification is to omit the 
subset selection procedure, and use all the classifiers except the redundant ones. Another 
simplification is to approximate the theoretical optimum by a greedy algorithm, which aims 
at stepwise reduction of MUS by adding new classifiers. 

Whereas MUS is the theoretical maximum size of the union, the true maximum or average 
union size can only be determined experimentally by actually obtaining all the decisions 
and forming the unions. Hence the minimum MUS does not necessarily give an optimal 
experimental union size. But this is a useful measure in the absence of more knowledge of 
the mutual dependence among the classifiers. 

The performance of this method on test sets will depend on how well the training set 
represents the population. This includes both the quality of the images and the distribution 
of the classes in the training images. 
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8. Dynamic Feature Selection 

Consider an oracle that will always select the best classifier Cj for each image h If such an 
oracle is available, we can take the top colmaxj decisions from classifier Cj only, and ignore 
the decisions by other classifiers. In this case MUS is the maximum colmaxj, which could 
be much smaller than the MUS given by the union. 

Such an oracle will perform what we may call dynamic feature selection. It selects the best 
feature set for recognition for each image. The selection can be based on confidence of feature 
detection, or possible association of the classifier performance with other characteristics of 
the image like some global features, or some estimation of the degradation pattern in the 
image. Dynamic feature/classifier selection can be done on a set of features/classifiers that 
are statically determined to be useful when all possible cases are taken into consideration. 

9. Combination of Rankings 

The classes contained in the union can be further ranked by combining the rankings they 
received from the individual classifiers. One useful combination scheme is referred to as the 
Borda Count [14J. In the original definition, the rankings given by all the classifiers are 
considered. For any particular class c, the Borda count is the sum of the number of classes 
ranked below c by each classifier. 

Since we are taking the union of only a small subset of decisions from each classifier, we 
have added colmaxj to the original definition such that we count the number of classes below 
c in the neighborhood only. Our definition is given as follows: 

For any class c in the union, let Bj(c) be the number of classes ranked below the class c 
but above colmaxj by classifier Cj. Bj(c) is zero if the ranking of c by Cj is below colmaxj. 
The Borda count for class cis B(c) = L,~1 Bj(c). The final ranking is given by arranging 
the classes in the union so that their Borda counts are in descending order. 

This count, as in our definition, is dependent on the thresholds (colmaxj's) as well as the 
agreement among the classifiers. Intuitively, if the class c is ranked near the top by more 
classifiers, it has better chance to be ranked above colmaxj by more Cj's, and there are more 
classes below it after we apply the colmaxj thresholds, hence its Borda count tends to be 
larger. 

10. Example Application 

The approach is illustrated with examples from a word recognition system. The input to the 
system includes an image of a machine-printed word, and a given lexicon which contains the 
word. We are developing a (wholistic) word shape based recognition system without applying 
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character segmentation. It is desired that a ranking of the lexicon be produced such that the 
target word should be as close to the top as possible. The rankings can then be combined 
with the decisions from an isolated-character-based recognizer. 

A set of global and local features are identified and computed for each input image. Global 
features describe some overall characteristics of a word, and local features describe certain 
locally detectable characteristics. 

The global features used include the case of the word, which says whether the word is 
in purely upper, purely lower or mixed case, and a word length estimate, which gives the 
number of characters in the word with some error allowance. In our application, purely 
lower case words are not considered. The shape of the same word is different when printed 
in upper or mixed case, and hence separate feature prototypes are needed for the different 
cases. Accurate estimate of the case helps to reduce the number of dictionary prototypes 
to be compared by half. Estimates of word length further reduce the size of the dictionary. 
However, the amount of the reduction depends on the accuracy of the estimate. 

The local features that are used include geometrical characteristics such as endpoints, 
edges, vertical and horizontal strokes, diagonal strokes, curves, distribution of strokes, as well 
as topological features like dots, holes, and bridges between strokes [9J. Table 2 summarizes 
the detection methods for the features used in our design. 

Table 2: Summary of Structural Features Used in Word Recognition 
II Global Features I Extraction Method 

Case Analysis on separation between reference lines, 
horizontal projection profile and connected components 

Word length Analysis on vertical projection profile and connected components 

Local Features Extractwn Method 

Stroke distribution All direction run length analysis 
Stroke edges Run length analysis 
End points of skeleton Convolution 
Holes and dots Connected component analysis 
Vertical and horizontal strokes Run length analysis 
Curves and diagonal strokes Chain code analysis 
Bridges between strokes Connected component analysis 

The recognition algorithm first filters the lexicon according to the computed global fea
tures (case and word length estimate). Then local features are extracted. A fixed area 
partition grid of 4 x 10 is used to describe the location of the local features. A set of 35 
different descriptors are used to represent the local features and their locations. They are 
in different forms including a feature vector, 5 symbol strings for 5 different subsets of the 
features, as well as 29 digit strings, one for each feature. Each descriptor is compared to 
the counterpart in the prototypes by a distance function. Six composite distance functions 
are also used, two of which are identical to two independent distance functions in the set 
of 35. We introduced them to examine the effect of correlations between the classifiers. A 
nearest-neighbor classifier is implemented using each of these distances. This results in 41 
classifiers in total, each produces a ranking of the filtered lexicon. The rankings are then 
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combined using our proposed method. Table 3 gives a summary of these descriptors and 
the corresponding distance functions. Table 4 gives a summary of the features used by the 
41 classifiers. 

Table 3: Summary of Feature Descriptors and Corresponding Distance Functions 
Features I Descriptor I Example I Distance Function 

stroke distribution 160 dimensional vector [102600 .... 1 Euclidean distance 
relative location of symbol strings, one for minimum edit distance, 
edges end points, each feature subset. $AOOAD$ with edit costs derived from 
ascenders, descenders, each symbol represents reliability of detection, 
holes, dots, curves etc. a specific feature and frequency of substitutions 
horizontal position of digit strings, one for minimum edit distance, 
edges, end points, each feature. digits $2334567$ with edit costs derived from 
ascenders, descenders, are positions w.r.t. reliability of detection, and 
holes, dots, curves etc. the 10 width partitions differences of digit values 

Table 4: Summary of Features Used by the Classifiers 
Classifier No. Features / Distances 

1 stroke distribution vector 
2 symbol string for edge features 
3 sum of symbol string distance 

for edge features (identical to 2) 
4-11 location strings for edge features 
12 sum of distances in 4-11 
13 symbol string for endpoint features 
14 sum of symbol string distance 

for endpoint features (identical to 13) 
15-19 location strings for edge features 

20 sum of distances in 15-19 
21-23 symbol strings for letter shape features 

24 sum of symbol string distances 
for letter shape features 

25-40 location strings for letter shape features 
41 sum of distances for 25-40 

11. Experimental Results 

The recognition system has been developed using a collection of images of machine-printed 
postal words obtained from live mail. They were scanned at roughly 200 ppi and binarized. 
The font and quality of the images vary. We used a measure of density (number of black 
pixels divided by image area) to assess the image quality. Figure 3 shows some example 
images with low, medium and high density levels. In the database we have roughly the same 
number of images in each of these three categories. 

The available images were divided into separate training sets and testing sets. The feature 
extractors were developed and modified by observing performance in a small initial training 
set of about 200 images. The distance functions (edit costs) were derived by running the 
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Figure 3: Example images with low, medium and high density levels. 

feature extractors on a separate set of 2417 images. Feature prototypes for characters were 
obtained by running the feature extractors on isolated characters from 10 font samples. Fea
ture prototypes for the words in the lexicon were obtained by synthesizing feature descriptors 
computed for the characters. 

Another set of 481 training images, different from those we used in developing the feature 
extractors and distance functions, was used to obtain the neighborhood thresholds. The 
input lexicon contained 500 words from a city name database. The same lexicon was used 
for all the images. We allowed a rejection option in case assignment (which duplicated the 
size of the lexicon for the reject cases), and flexible ranges for word length estimate so that 
for 465 images (96.67% of total), the true word remained in the filtered lexicon, i.e. the 
computed global features were correct. The average size of the jiltered lexicon was 172,92 
(words). The 41 classifiers were applied to all the 481 images. To derive the neighborhood 
thresholds, we constructed the ranking table for only those words with correctly computed 
global features. Since the lexicons were different for different images after they were filtered 
by global features, we converted the rankings into percentages of the respective filtered 
lexicon. The thresholds computed were also in the unit of percentage of filtered lexicon 
size. Table 5 gives the performance of the 41 classifiers on these 465 images, as well as the 
computed neighborhood thresholds2 . 

The same feature extractors and classifiers were then applied to another set of 1710 
test images, different from all the images used in various training stages, The same input 
lexicon of 500 words was used. After the classifiers produced the rankings, the neighborhood 
thresholds were applied to select a number of top decisions from each classifier. The union of 
these selected decisions was formed and re-ranked using the Borda count. For 1638 images 
(95.79% of total) in this set, the global features were correctly computed. The average size 
of the filtered lexicons was 166.31 words. Table 6 gives the performance of the 41 classifiers 
on these 1638 images 3, The last column shows the performance of the combined decision. 

As can be seen from the performance table, some of the 41 classifiers, when working in 
isolation, are very poor in (macroscopic) performance over the whole test set. However, the 

2Classifiers 2 and 3, 13 and 14 are identical. 
3We ran the 41 classifiers as well as the neighborhood combiner on all the 1710 images, without checking 

the correctness of the global features, However, to examine the performance on the local feature matching 
stage only, we compiled the performance table using 1638 as total. 
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Table 5: Summary of Performance on Training Set and Neighborhood Thresholds 
Classifier No. 1 2 3 4 5 6 7 8 9 10 11 12 13 14 

% correct at top choice 73 62 62 1 0.4 20 1 3 19 10 23 56 27 27 
% correct in top 2 choices 82 71 71 7 1 28 4 6 28 32 30 67 35 35 
% correct in top 3 choices 85 75 75 15 2 37 4 8 42 40 38 70 39 39 
% correct in top 5 choices 89 81 81 17 2 45 8 14 49 46 43 75 48 48 
% correct in top 10 choices 92 85 85 21 5 54 24 22 60 57 54 82 55 55 

thresholds (in % lexicon size) 17 8 8 2 3 8 6 3 17 2 17 8 8 8 

Classifier No. 15 16 17 18 19 20 21 22 23 24 25 26 27 28 
% correct at top choice 2 0.4 2 18 23 40 11 5 5 23 20 0.4 28 2 

% correct in top 2 choices 5 1 3 26 29 50 27 9 8 30 26 1 44 4 
% correct in top 3 choices 13 2 4 29 36 55 28 14 11 36 34 2 49 5 
% correct in top 5 choices 20 2 8 40 42 61 35 18 17 43 40 2 53 9 
% correct in top 10 choices 25 6 12 51 52 68 45 27 27 52 46 4 57 14 

thresholds (in % lexicon size) 3 3 17 8 8 8 8 3 8 8 8 1 3 3 

Classifier No. 29 30 31 32 33 34 35 36 37 38 39 40 41 
% correct at top choice 0.2 1 0.2 1 2 5 2 1 3 3 3 5 28 

% correct at top 2 choices 1 2 1 6 5 6 4 4 6 7 6 6 37 
% correct at top 3 choices 2 3 2 8 6 7 9 6 7 8 9 9 42 
% correct at top 5 choices 3 5 3 13 8 8 13 9 10 9 10 12 50 
% correct at top 10 choices 5 9 5 22 15 12 25 17 17 16 16 25 61 

thresholds (in % lexicon size) 1 3 1 1 2 1 1 2 4 1 1 8 8 

Table 6: Summary of Performance on Test Set 
Classifier No. 1 2 3 4 5 6 7 8 9 10 11 12 13 14 

% correct at top choice 76 64 64 2 0.1 20 1 5 22 12 21 54 22 22 
% correct in top 2 choices 84 74 74 9 1 28 3 6 29 32 28 64 29 29 
% correct in top 3 choices 87 77 77 16 3 37 4 11 38 41 35 69 34 34 
% correct in top 5 choices 90 81 81 18 3 43 8 17 46 48 43 74 42 42 
% correct in top 10 choices 93 85 85 23 4 52 23 21 57 57 53 81 52 52 

Classifier No. 15 16 17 18 19 20 21 22 23 24 25 26 27 28 
% correct at top choice 5 0.2 1 18 20 32 13 6 6 21 18 0.4 31 2 

% correct in top 2 choices 8 1 2 25 25 43 26 10 8 28 25 1 46 7 
% correct in top 3 choices 19 3 3 29 31 49 28 13 10 33 30 3 51 9 
% correct in top 5 choices 25 4 6 35 35 56 32 18 17 38 36 5 55 13 
% correct in top 10 choices 29 5 9 45 46 67 40 27 28 48 42 6 60 18 

Classifier No. 29 30 31 32 33 34 35 36 37 38 39 40 41 union 
% correct at top choice 0.1 1 0.1 2 2 3 3 3 4 1 3 5 26 81 

% correct at top 2 choices 1 2 1 6 4 6 5 7 5 5 7 6 35 88 
% correct at top 3 choices 3 4 3 8 6 7 8 8 7 7 10 8 40 90 
% correct at top 5 choices 4 6 3 13 9 8 14 11 9 10 12 12 47 92 
% correct at top 10 choices 5 9 4 20 13 11 23 20 14 15 18 23 58 94 

union combination works better than any of the individual classifiers. 

This experiment shows only how good the combination performance is when compared 
to the individual classifiers. None of the computed thresholds is zero, meaning that none of 
the 41 classifiers is redundant (always inferior to another one). However, we did not perform 
a combinatorial subset selection procedure due to the complexity involved. Therefore it is 
possible that the combination of certain subsets of these 41 classifiers performs better than 
what has been achieved. 

We tried using only those classifiers with correct rates larger than ten percent at the top 
choice (classifiers 1,2,6,9,10,11,12,13,18,19,20,21,24,25,27, and 41). Moreover, we removed 
from the training set 6 images with very small filtered lexicons (less than 20). Since we 
converted all the rankings into percentages of filtered lexicons in computing the neighborhood 
thresholds, for these images, even very good rankings will appear as very large ratios (e.g. 
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2/12 = 17%, 1/12 = 8%). With these 16 classifiers and thresholds computed in this way, 
the performance on the test set was 83%,90%,92%,93%,and 96% at the top and within the 
top 2,3,5,10 choices respectively. 

We then carried out another experiment, where we performed a two-stage combination 
using the same algorithm twice. In particular, as we observed that classifier number 1 (stroke 
distribution vector matched with Euclidean distance) performed far better than the others, 
we decided to get the union of the other 40 classifiers first, and then combine this union with 
the result of classifier number 1 by another union operation. We used the same max-min 
operations to determine the thresholds for the 40 classifiers from the ranking table for the 
training set first. Then we reranked the union of the 40 classifiers for the training set using 
these thresholds. The rankings were saved to be listed together with those from classifier 
number 1, and a pair of thresholds were then derived (using the same max-min procedure). 
Later we applied the two-stage union procedure with these two sets of thresholds on the test 
set. The final rankings give the correct class at the top and within the top 2,3,5,10 choices for 
82%, 89%, 91 %, 92% and 94% of the 1638 images respectively, a slight improvement over the 
one-stage union of all 41 classifiers, but not as good as the 16-classifier subset performance. 
However, when we attempted a three-stage union by grouping the classifiers heuristically, no 
significant improvements were obtained. 

Table 7 summarizes the performance of the several combination methods we attempted. 
Taking the correct rate of the global features into account, we have achieved a correct rate of 
92% (96 x 95.79) within the top 10 choices, with a subset of the classifiers. The last column 
in Table 7 shows the performance with the assumption that we can select the best classifier 
for each image. 

Table 7: Summary of Performance using Different Combination Strategies 
one-stage union two-stage union one-stage union performance 

Combination Method of 41 classifiers of 41 classifiers of 16 classifiers with an oracle 
% correct at top choice 81 82 83 92 

% correct in top 2 choices 88 89 90 96 
% correct in top 3 choices 90 91 92 97 
% correct in top 5 choices 92 92 93 98 
% correct in top 10 choices 94 94 96 99 

12. Conclusions and Future Work 

A technique was presented for combining the rankings of a large set of classes by the classifiers 
in a multi-classifier pattern recognition system. This method utilizes the results of applying 
the classifiers to training data to determine a set of thresholds on the rankings. The ranked 
subsets obtained by applying the thresholds are then combined with a union operation and 
re-ranked by a group consensus function. This technique discovers those classifiers that 
are redundant and removes them from the recognition system. A further methodology was 
discussed for selecting a subset of the non-redundant classifiers that minimizes the union 
size. 
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The proposed technique was applied to a word recognition problem that used 41 classifiers 
and involved 500 classes. The data were images of machine printed words that were scanned 
on a postal OCR at 200 pixels per inch. In many cases the image quality was very poor. 
Applying the strategy to a testing set resulted in a 92% correct rate within the top 10 choices. 

Future work includes the investigation of an oracle that selects the best feature sets 
dynamically and eliminates the ambiguity introduced by less appropriate classifiers. This is 
possible if some of the feature subsets are selectively ignored, based on an estimation of the 
degradation in the image, or the confidence of feature detection. 

The method we used to combine rankings is a preliminary one among many other pos
sible methods. It is also believed that some descriptive statistics, such as measurement of 
correlation among the classifiers, should be taken into account in combining the rankings. 
Follow up work will include studies of the possible applications of other group consensus 
functions to classifier ranking combination, and consideration of correlation measures for the 
classifiers. 
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