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ABSTRACT 

An algorithm for word shape analysis is presented that is a 
toward the development of a human-computer interface 
the human capability to read text printed in a wide variety 

of fonts, scripts, etc. The algorithm characterizes the shape of a 
word by the left-to-right sequence of occurrence of a small 
number of features. This characterization is input to a 
classification algorithm that uses a trie or letter tree representa
tion of a dictionary to locate a group or neighborhood of words 
that share those features. Results are reported in this paper on the 
predictability of the algorithm, i.e., the expected number of words 
in a neighborhood. This value is estimated from a dictionary of a 
text of over 1,000,000 words and an average neighborhood size of 
2.5 words is found. The reliability of this method when it is 
applied to a database of word images is also shown. The applica
tion of this approach to 1500 word images generated under a 
variety of conditions shows that the correct neighborhood is 
determined in 85% to 100% of all cases. 

1. INTRODUCTION 

The development of a reading algorithm with the human 
ability to correctly interpret words in many fonts, scripts, etc" 
has been the su bject of much research. Most algorithms for read
ing text require that an input word be segmented into characters 
and that each character be individually recognized. Sometimes a 
dictionary-based technique is used to correct errors 
in this process, however, this is not always done. While 
this strategy can successfully applied in some domains, it is 
subject to segmentation errors and lacks the robustness needed to 
interpret unrestricted text[11]. 

To overcome some of these problems, inspiration was sought 
from studies of the human reading process. A similar path was 
followed in the development of an algorithm for recognizing iso
lated characters by Shillman[12] who proposed that the parame
ters of the feature detection procedures used by character recogni
tion algorithms should be determined from psychological ex peri
ments. A goal of his approach was to achieve performance com
parable or better than that of a human reader. This was demon
strated in [14] where unconstrained handprinted samples of the 
letters "U" and "v" were with even better accuracy 
than people. 

The approach discussed in this paper is concerned with the 
recognition of whole words of text rather than isolated charac
ters. therefore, the process people use to recognize words was con
sidered. One recognized component of this process is the analysis 
of the shape of a word. Such a process was first suggested as the 
important part of word recognition late in the nineteenth 
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Since that time much work has been done to discover 
the manner in which this information is actually used[7]. A 
recent theory of word recognition suggests that the 
shape of a word is one of several cues that indicate 
hypotheses in a mental lexicon and that these hypotheses are used 
by other processes to carry out recognition[15]. 

An algorithm for word shape analysis is presented in the 
next section that performs the first part of this computation. It 
extracts a few features from an input word and uses them to 

retrieve a of, words from a lexicon that share those features. 
The use group of words to completely recognize an input 
text is a subject of current research. 

2. WORD SHAPE COMPUTATION 

The use of contextual information by reading algorithms 
has been restricted mostly to the postprocessing of character deci
sions. Although a few techniques for cursive script recognition, 
such as [2] and [6], have used word level analysis for complete 
recognition, and [5] used a clustering method similar to that dis-
cussed here for one-step few techniques have used a 
feedback approach in which (extracted independently of 
the characters in which they Occur and how many characters are 
in the input word) are used to suggest a of visually 
similar words that is used to drive further analysis of the input. 

The computation of the neighborhood should require as few 
features as possible in order to be efficient and these features 
should be as simple and easily extractable as possible in order to 
guarantee accuracy. Furthermore, the features should be common 
to text printed in as many fonts as possible so that a wide variety 
of text can be read with the same features. 

Following the extraction of the features and the determina
tion of the horizontal space between each one, this information is 
input to a lookup procedure that uses a dictionary represented as a 
trie as well as the allowable feature descriptions of each character 
to determine the words with the same feature description as the 
input word. The trie is used rather than some other data structure 
because of its flexibility and the natural way in which it can take 
advantage of the sequential nmure of the input. This has been 
demonstrated in previous algorithms for cursive script 1'pl'I"Io.,,1"I"I'" 

[1] and contextual postprocessing [13] [9].. 

3. STATISTICAL EVIDENCE 

The potential usefulness of this technique as a of 
hypotheses, referred to as its prediclapility, measures reliably 
it can be used to associate a dictionary word with a word image. 
The smaller the number of dictionary words with the same shupe, 
the better the predictability of the definition. The t,vo items 
needed to measure predictabiJity are a source text and the 
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dictionary of the source text, where the dictionary is the list of 
uniq ue words that occur in the text. 

For a given set of features that are numbered 0,1, ... ,n-l, the 
shape number of a word is defined as the concatenation of the 
numbers of the left to right sequence of features that occur in the 
word. 

The neighborhood size (ns) of a dictionary word is defined 
to be the number of dictionary words with the same shape. If 
S(Wi) is a function that computes the shape of the ith dictionary 
word, and the following predicate is defined: 

if s(w,) sew j) 

eqshape (Wi ,W j) 
o otherwise, 

then the neighborhood size of the ill! dictionary word Wi is: 
N 

ns(wj) = ~eqshape(wi,wj)' 
j=l 

where Nd is the total number of words in the dictionary. 

The average neighborhood size (ANS) is measured by com-
puting ns for each Wi' At each step all the that matched a Wi 

are removed from further consideration. the ns values are 
added up and the result is divided by the number of different' 
neighborhoods that were found. ANS measures the average size of 
the partitions of the dictionary provided by a shape measure. 
This gives some measure of predictability since the smaller the 
value of ANS, the more fine is the discrimination provided by the 
shape measure. However, ANS does not take into account how 
word shape would affect the processing of a reading algorithm. 

The average neighborhood size per dictionary word (ANSd ) 

is given by the following formula: 
N 

~ns(wi) 
ANS

d 
= _~_·1~ __ __ 

This quantity measures predictability within the dictionary since, 
assuming there is a uniform probability of encountering any 
word image, it gives the number of dictionary words that can be 
ex pected to correspond to the image of a dictionary word. 

Another measure of predictability that takes the frequency 
of occurrence of words into account is the average neighborhood 
size per text word (ANSI)' which is computed by: 

N ~ 
I:ns(tw) L.JltS(Wi)* n(Wj) 

/-1 _'=_1 __ -:-::-__ __ 

where ns(twj) is the neighborhood size of the i 1h text word, 
ns(wi) is as before, n(wj) is the number of times the ill! dictionary: 
word occurs in the text and N, is the total number of text words. 

This measures the predictability of a definition of word shape 
more as it is used during fiuent reading. If the probability of 
encountering any word image is proportional to the number of 
times that word occurs in the text, then this quantity expresses 
the average neighborhood size that will be encountered if a text is 
processed in a word by word fashion by a reading algorithm. 

An experimental study was conducted in which the predic
tability measures were determined from the Brown corpus[lO]. 
The entire corpus was first converted to lower case and six 
features were used to define t~e shape of each word. These 
features were: 
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O. 

1. 

A significant filled space at the beginning or end of a word; 

A short vertical part (e.g. the leg of an "r"); 

2. A long vertical part extending above the main part of the 
word (e.g. the ascender portion of a "b"); 

3. A vertical part extending below the main body of the 
word the descender in a "p"); 

4. Dots over short vertical parts (occurs in an "i"); 

5. Dots over long vertical parts (occurs in a "t), 
The left-to-right sequence of features, or shape number, for 

each character is shown below: 

a 01 h 21 0 11 u 11 
b 21 i 4 P 31 v 0 
c 10 j 05 q 13 w 0 
d 12 k 20 r 10 x 0 
e 10 1 2 s 0 Y 0 
f 20 m 111 t 1 z 0 
g 11 n 11 

The shape number of a word is constructed by appending the 
shape numbers of its characters and deleting any zero that appears 
between two non-zeroes and retaining at most one zero at the 
beginning or end. For example, the shape number of "dog" is 
"121111 ", the shape number of cat is "11] ", and the shape 
number of "tie" is "1410". 

The Brown corpus was chosen for these experiments since it 
was designed to be representative of the English language 
'aner thus results derived from it should extensIble to am-ore 
geperal situation. The corpus contains over a million words and 
is divided into 15 subject categories. These are: 

A. Press Reportage; 
B. Press Editorial; 
C. Press Reviews; 
D. Religion; 
E. Skills; 
F. Popular Lore; 
G. Belles Lettres; 
H. Miscellaneous; 
J. Learned; 
K. General Fiction; 
L. Mystery and Detective Fiction; 
M. Science Fiction; 
N. Adventure and Western Fiction; 
P. Romance and Love Story, and 
R. Humor. 

The predictability measures were computed over the entire 
corpus as well as each of its 15 genres. This provides information 
about predictability in a general situation as well as situations 
closer to a typical reading environment, i.e., text from the same 

subject area. The results of this experiment are presented 
Table 1. 28% of the dictionary and 9% of the text were 

uniquely specified by shape. The value of ANS was only 2.5 over 
the whole text, and, ANSd and ANSI were 22.9 and 38.4. When 
measured over the genres, the smallest ANSd value is 4.2 and the 
highest one is only 10.8 This trend is repeated in the ANSI figure 
where the smallest value is 5.8 and the highest one is 16.4. Thus, 
restricting the subject matter of the source text reduces the values 
of ANSd and ANSI by about half compared to what they are in 
the entire corpus. 

The predictability measures were al,so computed over the 
entire corpus as a function of word length. This provides an indi
cation of tbe potential performance of this technique under the 
assumption that the number of characters in a word can be accu
rate]y estimated. (N.B. this can be quite different than assuming 
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Nd N, 
% dict. % text 

ANS ANSd ANS, genre 
uniq. uniq. 

A 11,807 88,051 35 19 2.0 10.1 14.3 
B 8653 54,662 39 20 1.9 7.6 11.6 
C 7751 35,466 41 24 1.8 7.2 9.9 
D 5733 34,495 47 25 1.7 4.9 7.1 
E 9846 72,529 37 21 2.0 8.6 12.9 
F 12,678 97;658Y 19 2.0 9.6 14.6 
G 16,218 152,662 15 2.0 10.8 16.4 
H 6692 61,702 40 23 1.8 5.3 8.0 
J 14,244 160,877 39 21 1.9 9.0 13.4 
K 8554 58,650 37 18 2.0 7.9 12.1 
L 

1M 
19 1.9 6.7 9.9 

M 30 1.6 4.2 5.8 
N 8065 58,790 18 2.1 8.3 12.2 
P 7713 59,014 37 19 2.0 7.9 12.3 
R 4693 18,447 45 : 30 1.7 5.0 7.4 

corpus 43,264 1,013,549 28 9 2.5 22.9 38.4 

Table 1. Summary of the predictability measures for the shape of lower case words. The 
results are broken down in terms of the genres as well as the entire text of the Brown Corpus. 
The percentages of the dictionary and text that are uniquely specified by shape are shown as 
well as the ANS, ANSd , and ANSI values. 

that a word can be segmented into characters). The results of this 
experiment are reproduced in Table 2. Generally, the statistics 
show the degradation of performance as word length decreases. 
This is intuitively reasonable since it is well known that the 
space of possible word sequences is much more densely filled at 
lower word lengths[8]. It is observed that the values for 
ANS, ANSd , and ANSI are now, 3.7, 16.0, and where their 
previous values were 2.5, 22.9, and 38.4. This says that the 
highest average number of words that would have to be exam
ined when reading the complete corpus is reduced by a factor of 
more than two in the situation represented here. The best case 
occurs when words of length greater than or equal to 14 charac
ters are considered. Here, better than 95% recognition is achieved. 

These results indicate that a shape measure computed from 
only six features could be used to consistently a small 
number of hypotheses that contain an input This is a large 
improvement over the 43,264 words that would be encountered 
by a technique that did not limit its search space in the manner 
this one does. 

4. EXPERIMENTAL SIMULATION 

A series of experiments were carried out on word images to 
demonstrate the feasibility and effectiveness of this technique. 
The objective of these experiments was not to develop an algo
rithm for recognizing text in the limited number of fonts 
currently available, but rather to show that with a few very 
simple features, that reflect font-independent characteristics, the 
neighborhoods of words printed in a variety of fonts can be reli
ably determined. The image database contained five complete 24 
point font samples in five display faces (Americana, Baskerville 
Bold, Bembo, Bodoni Bold, and Bodoni Book) that were digitized 
on a laser scanner at a resolution of 500 binary pixels per inch. 
This data was manually segmented into characters and stored in 
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individual files. Words were then generated by appending the 
appropriate character images. 

Even though the font set is limited, it offers enough varia
tion to test the versatility of the shape recognition algorithm (see 
Figure 1). The width of vertical strokes varies from the thin 
strokes of Bodoni Book to the thicker strokes of Bodoni Bold, 
which are about twice as wide. The width of characters also 
differs by a similar factor, for example, about two "s"s in Bembo 
can fit into the same horizontal space as a single "s" in Americana. 

Two methods were used for feature detection. Dots were 
determined by locating connected components in the top third of 
the image. Significant vertical parts were detected by convolution 
with a vertical bar mask. A response in the thresholded output 
was considered to correspond to the vertical part of a character 
only if it was large enough and it was rectangular. 
Rectangularity was tested by determining the size of the thres
holded response area took up 60% or more of its bounding rectan
gle. If it did, it was allowed, otherwise it was considered to be a 
spurious response caused by a slanted part in the image. The 
dimensions o( the mask and the threshold were optimized by 
manual inspection of the results of the masking operation on a 
small number of images in each font. These values remained con
stant for the rest of the experiments. 

Figure 2. shows an example of the pf()ce~lsinig 
this algorithm. Figure 2(a) shows the 
"joe". Figure 2(b) shows the output by the 
algorithm after convolution with the vertical mask, and Figure 
2(c) shows the symbolic information output from the feature 
detection process. Only the minimum and maximum x and y 
values and the number of pixels in each component are given. 
The sequence of features in a word and the distance between 
them is determined from the symbolic information by a series of 
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wI Nd NI 
% dict. 0/0 text 

ANS ANSd ANSI uniq. uniq. 

1 26 33,244 35 91 1.9 3.0 1.3 

2 253 172,064 5 7 3.0 6.1 5.6 

3 1028 215,282 13 16 I 3.7 12.2 11.1 

4 2624 161,528 13 5 3.7 15.1 15.6 

5 112,229 17 17 3.2 16.0 14.9 

6 6132 86,432 25 I 23 2.5 10.9 11.3 
--

7 7034 79,119 35 29 2.0 6.9 7.8 

8 6430 56,413 48 44 1.6 3.9 4.1 

9 5347 , 61 56 1.4 2.4 2.5 

10 4032 26,959 72 1.2 1.7 1.8 

11 2557 14,927 82 7 1.1 1.3 1.4 

12 1578 8137 88 8 1.1 1.2 1.3 

13 908 4208 93 88 1.0 1.1 1.2 
14 455 2055 96 95 1.0 1.0 1.1 

15 216 589 99 98 1.0 1.0 1.0 

16 83 164 100 100 1.0 1.0 1.0 

17 48 71 96 97 1.0 1.0 1.0 

>=18 35 75 100 100 1.0 1.0 1.0 

Table 2. Summary of the predictability measures for the shape of lower case words as a 
function of word length. The input texts are subsets of the entire Brown Corpus that contain 
words of the same length. The percentages of the dictionary and ~ext that are uniquely 
specified by shape are shown as well as the ANS, ANSd, and ANSI values. 

tests. First, any dots are associated with the nearest vertical com
ponent and those components are classified as either an "i" or a "j" 
depending on their le'ngth. The remaining vertical components are 
tested for rectangularity by the algorithm discussed above and 
then classified as either ascenders, descenders, or "x" height, by 
their vertical displacement with respect to the rest of the image. 
The distance between two vertical responses is computed as the 
difference between the minimum x value of the second and the 
maximum x value of the first minus one. The features and dis-
tances for iCc) are shown in 2(d). The shape 
number for shown in Figure 2(e) computed from this 
information by thresholding the distances at the begi,Q,ning and 
end of the description to determiIie if a significant filled space is 
present that did not contain a response, and appending the 
features from Figure 2(d). 

Several experimental runs were made to test the perfor
mance of this algorithm. The top 100 most frequent words from 
the Brown Corpus were used to generate word images. While this 
is a small sample' from the entire corpus, these few words 
represent 483,355 words or 48% of the entire text. The predicta
bility measures derived from this sample were quite goOd, 55% of 
the dictionary and 53% of the text were uniquely specified by 
shape, ANS achieved a value of 1.41, ANSd a value of 1.92, and 
ANSI a value of 1.77. Test images were 
'word in three ways. The first method 
vidual character images from a given font. This is designed to 
test the general purpose performance of the recognition algorithm 
on good quality input. The second method for generating word 
images appended the character images and moved them horizon
talJy until the black portions of their images touched. The third 
method overlapped adjacent, characters by two pixels (See Figure 
3. for some examples). The second and third techniques are 
designed to test performance in a situation that is easy for 
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human,S to compensate for but is difficult for a recognition algo
rithm that requires topologically distinct characters. 

The results of these tests are presented in Table 3. Under 
the first input condition, a 100% correct recognition rate was 
achieved in all cases except the Bodoni Bookface where a recogni
tion rate of 99% was obtained. However, this did not result in an 
error since the corresponding shape number did not correspond to 
the shape number or' any other word. When the second condition 
was tested, worst case performance was only 95% and best case 
performance was 97%. When overlapping characters were used 
(the third input condition), worst case performance dropped to 
85%, but the best performance was still 97%. 

These results indicate that without much tuning, an 
rithm could be developed that accurately recognized the 
number of a word. An inspection of the reasons for the incorrect 
classifications indicates that with further adjustments of the 
parameters, cor~ect performance could be increased. 

Font %correct %correct %correct 
not touch. touchin 

Amer. 100 96 88 
Bas.Bold 100 97 90 
Bembo 100 96 96 

Bod.Bold 100 97 97 
99 

Table 3. Results of recognition experiment for the top 100 
most frequent words in the Brown Corpus generated in five 
different fonts. The performance under three conditions (all char
acters topologically distinct, alJ characters touching, and all char
acters overlapping by two pixels) is shown. 



Second IEEE Conference on Artificial Intelligence Applications, Miami, FL, Dec. 11-13, 1985, 114-119.

pqrst pqrs 
(b) 

pqrst pqrs': pqrst 
(c) (e) 

Figure 1. Examples of characters from each font used in the recognition tests. (a). Americana, (b). Baskerville 
Bold, (c). Bembo, (d). Bodoni Bold, and (e). Bodoni Book. 

5. CONCLUSIONS 

The development of a reading capability for ,computers with 
the human ability to deal with a wide variety of input formats 
was discussed. A specific algorithm for determining a small 
number of dictionary words that contain an input. word was 
presented. This method does not require the segmentation of an' 
input word into characters and an exhaustive recognition of each 
character, perhaps followed by a postprocessing phase, as most 
current techniques do, instead, it extracts features from a word 
image without regard to the character that contains them. The 
left to right sequence of these features in an input word is used to 
access a dictionary represented as a trie and retrieve a set of words 
with the same feature description. Ideally, this method uses a few 
features to partition a dictionary into neighborhoods that each 
contain a small number of words. 

A statistical study was discussed that showed only six 
features could be used to partition the dictionary of the over 
1,000,000 word Brown corpus into neighborhoods with an aver
age size of only 2.5 words. When projected to determine the av~r
age number of words in a neighborhood when this technique was 
applied to recognizing the entire running corpus, an average 
neighborhood of 38.4 words was encountered. With the further 
assumption that the number of characterS in an input word could 
be accurately estimated, the largest average neighborhood size was 
cu t by more than half to 15.6 words. 

The use of this technique in a simulated recognition system 
was also discussed. A set of routines were developed to detect t~o 
features common to a wide variety of fonts (vertical bars and 
dots). From these image features a simple decision procedure 
determined the six features of the statistical study. This system 
was applied to a database of word images that were generated 
under three conditions of segmentation (normal, all characters 
touching, and all -characters overlapping by two pixels) and each 
word was input in five different fonts. An accuracy of 85% to 
%100 was achieved. This shows the validity of this method since 
such performance was achieved with only a small number of 
features and a simple feature detection algorithm. 

An inspection of the resul ts of this algorithm showed that 
many could be corrected at the classification stage. This capability 
could be included in the trie-based classifier by using a' pumber of 
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alternate feature descriptIOns for error-prone characters. This 
would retain the efficiency of the current method. Another way 
to do this would be to incorporate a distance measure algorithm in 
the trie search procedure. This would locate a neighborhood of 
words that are ranked according to how "close" they are to the 
input. 

The work discussed in this paper is the first step in the adap
tation of what is know about how people read to the engineering 
of better reading algorithms. A complete methodology is now 
'being developed that will incorporate this work in the first stage 
of its processing. Other portions of the complete algorithm will 
use the neighborhood of an input word to direct detailed analysis 
of an image. The goal, of this strategy is the development of a 
reading algorithm with human fluency. 
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• compo min.x min.y max.x max.y size 
type 

JO dot 26 151 51 176 519 
vert 28 35 47 114 1287 
vert 61 77 76 107 323 
vert 108 78 123 106 291 
vert 140 85 156 114 347 

(a) (b) (c) 

28 5 13 1 31 1 16 1 47 051110 

(d) (e) 

Figure 2. Example of the operation of the program. (a) shows an input word in the Americana font and (b) 
shows the vertical bars in (a). (c) is the symbolic description of the components in (b), (d) is the list Qf distances and 
features, for (b), and (e) is the shape number for (b). 

word shap 
(a) 

• 
cat Into now 

(c) (e) 

Figure 3. Examples of word images used to test the algorithm. (a) and (b) show words with normal spacing, (c)
(e) show words with touching characters. 
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