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ABSTRACT

The fact that few reading algorithms have utilized the
many disparate know ledge sources or the recognition strategy of
a human reader might explain the gap between the reading
proficiency of algorithms and people. Al though some character
recognition techniques have been augmented with knowledge
about words, no reading algorithm has been proposed that fully
utilizes the sorts of knowledge routinely employed by a human
reader [13]. Such an algorithm would have the potentiaJ of
yielding substantial improvements in performance.

A computationaJ theory of reading and an algorithmic reaJization of t4e theory is discussed. The theory is based on past studies of how people read that show there are two steps of visuaJ
processing and these steps are influenced by cognitive processes.
This paper discusses the development of a similar set of algorithms. A gross visuaJ description of a word is used to suggest a
set of hypotheses about its identity. These then drive further
selective analysis of the image that can be altered by knowledge
of language characteristics such as syntax. This is Y/.Ot a character
recognition algorithm since an explicit segmentation of a word
and a recognition of its isolated characters is avoided. This paper
presents a unified discussion of this methodology with a concentration on the second stage of selective image analysis. It is
shown that very few feature tests are needed to discriminate
between members of a hypothesis set. Image processing experiments demonstrate the viability of this methodology. A correct
recognition rate of 96% is achieved on images of 12,600 words.

1.1. Motivation
A reason for studying reading from an Artificial Intelligence perspective is that reading is a perceptual process performed
much better by people than by algorithms. It is proposed that
this gap be narrowed by using knowledge of how people read to
develop better reading algorithms. The knowledge about human
performance is provided by the work of psychologists who have
developed theories to explain various portions of the reading process. In comparison to the many algorithms that have been
developed to solve limited portions of the reading problem such
as the recognition of isolated characters, with the exception of
some work on isolated character recognition [14], almost no previous investigation has been conducted into the interface between
the psychology of reading and the development of reading algorithms. It is this interface that could advance the capabilities of
reading algorithms.

1. Introduction
The fluent reading of text by computer without human
intervention remains an elusive goal of Artificial Intelligence
research. Fluent reading is the transformation of an arbitrary
page of text, that could contain a mixture of machine-printed,
hand-printed, or handwritten text, from its representation as a
two-dimensional image into a form understandable by a com
puter, such as ASCII code. The current lack of a technique with
these capabilities is interesting m light of the relative ease with
which people read and the many years of investigation into computer reading algorithms as well as the methods people use to
read text.

The reasons for studying reading from a commercial perspective are quite convincing. A fluent reading machine would
be able to translate handwritten drafts into finished documents
and would also be able to convert libraries of book.s into softcopy thus
possible a fuUy automated electronic library
[16]. Current
machines use a character recognition strategy. They work well in restricted domains of isolated
machine-printed characters. However, they lack the ability to
read anything tpat approaches unconstrained text. The closest
current teChnology comes to reading "unconstrained" text is a
postal address recognition machine. This equipment is only
required to find and read the information in the last line of an
address. Even this simple task is only solved correctly about 50%
of the time
Almost none of the handwritten or handprinted addresses are recognized. The state of the art of commercial reading equipment is also reflected by in-office character
readers that can read many fonts of machine-print but will fail
on touching or broken characters [15]. This is far from the
automatic reading of unconstrained text that is desired.

The parallel between algorithms for
text and explaWith some
nations for human performance is most
notable exceptions, most reading algorithms use a character
into isolated
recognition approach in which words are
these algorithms
characters that are individually recognized.
is equivalent to a sequence of character recognitions.
The way people read is significantly different from character recognition. We bring to reading a wealth of information
about the world and expectations about what we will read. This
is mIxed with knowledge about how text is arranged on a page,
knowledge of the syntax and semantics of language, and visual
k nuwledge about letters and words. The recognition processes
that take place during fluent reading use visual information from
much more than just isolated characters. Whole words or groups
of characters are recognized by processes, that in some cases, do
not even require detailed visual processing. This is because fluent
human reading uses many knowledge sources to develop an
understanding of a text while it is being
This
integration of understanding and recognition is responsible for

1.2. Problem Definition
The problem considered in this paper is a restricted form of
the fluent reading of unconstrained text. The interface between

176

CH2408-3/87/0000/0l76$01.00 © 1987 IEEE
Third IEEE Conference on Artificial Intelligence Applications, Kissimmee, FL, Feb. 23-27, 1987, 176-181.

reading algorithms and explanations for human performance in
reading is explored. An algorithmic framework is developed that
has the ability to incorporate various knowledge sources that are
routinely used by human readers, such as the visual appearance
of letters and words as well as other high-level knowledge
sources such as syntax and semantics. Some basic components of
the framework are investigated and developed.

Computational Theory

What is the goal of the computation, why is it important,
and what is the logic of the strategy by which it can be
carried out?
Representation and Algorithm

The restrictions imposed during the development of the
components include the use of lower case machine-printed text
only. This is because even the recognition of just machineprinted text is still an unsolved problem. As mentioned before,
most current techniques will fail on machine-printed text that
includes noise or touching characters. Therefore, this domain is
interesting in itself and as a microcosm of the more general reading problem. Furthermore, the use of machine-printed text
allows for the systematic testing of the components that are
developed. This has hampered some
research with
handwritten text that has had to use small da1tabase:s.

How can this computational theory be implemented? In
particular, what is the representation for the input and output, and what is the algorithm for the transformation?
Hardw'are Implementation
How can the representation and algorithm be realized physically?

Figure 1. The three levels at which an machine carrying
out an information processing task must be understood (from [10,
p.25]).

1.3. The Theory of a Computational Theory
The framework for fluent reading is based on an understanding of a process at the three levels presented in Figure 1
[10, Chapter 1]. It was emphasized that
should be studied separately on each of these
levels reinforces the others and they are
related, but there is only a loose connection
level of the computational theory is the most important. It provides the basis on which the other levels are. built. In the computational theory of a process, "the performance of the device is
characterized as a mapping from one type of information to
another, the abstract properties of this mapping are defined precisely, and it appropriateness and adequacy for the task at hand
are demonstrated." [10, p. 24]
,

There are two types of visual processing in reading. In the
first type of processing, information from peripheral vision provides a gross visual description of words to the right of the
current fixation point. This information is used to form expectations about the words. The second stage of processing occurs on
a subsequent fixation when these expectations are integrated with
other visual information.
The visual processing is influenced by many high-level factors that include the reason a
is reading the passage of
text, as well as the familiarity
the reader with the subject and
his or her skill level. A more skilled reader uses visual information more economically than a less skilled one [3]. That is, a
skilled reader uses less visual processing than a poor reader.
Recent work has also shown that syntactic processing also
influences the visual processing of a text [2].

1.4. A Computational Theory and Algorithm for Reading
Because the mechanism of a computational theory and its
algorithm apply to any information processing task, and this
methodology has enjoyed success in other domains, most notably
the recovery of shape from images [11], it is chosen as the vehicle
for the present investigation of reading. The computational
theory of reading is based on previous studies of human performance. It shows what is computed by people when they read,
why this is important, and
guidelines of how this should
be carried out. Since reading is a complex information processing
task involving interactions of knowledge from many different
sources, algorithms are developed that implement only a subset of
these interactions. However, these algorithms are sufficient to
illustrate that if the complete version of the theory were implemented, a robust "reading machine" would result.
Our computational theory of reading is derived from work
on human reading that includes studies of human eye movements
[12]. To a person who reads a lme of text, it seems to them as if
their eyes move smoothly from left to right. However, this is
not completely true. In reality, our eyes move in ballistic jumps
called saccades f rum one fixation point to the next. During a
saccade the text is blurred and unreadable. (This is not apparent
to the reader.) Therefore, most of the visual processing of reading
takes place during the fixations. Usually there are about one to
three fixations per word that occur near the beginning of the
word. However,
enough, some words are never
fixated. The sequence of fixations is approximately from left to
right across a line of text, however, regressions do occur frequently. Figure 2 shows the sequence of fixations in a line of
text [1].

The computational theory of reading contains three stages
that are similar to those of human reading. The first stage generates hypotheses about words from a gross visual description.
This is similar to the visual processing of words to the right of a
fixation
and is an essential component of one theory of
human
[4]. The second stage uses these hypotheses to
determine a feature testing sequence that can be executed on the
image to
the word. This sequence is adaptable to
different
influences and can be executed at different
physical locations in the word. This stage is similar to the
detailed visual processing that takes place at a fixation. The thl rd
stage of the theory concerns high-level processing. This stage caJ.!
tures the influence of the various non-visual processes that
influence reading such as syntax and semantics. These processes
remove word-hypotheses from consideration that do not agree
with the high-level constraints. This, is a way to represent the
influence of many high-level knowledge sources.

AO('RAL KAZfAKOFF, A MEMBER OF
1

2

Figure 2. Sequence of fixations in a line of text [1].
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A set of algorithms that implement the three steps of the
theory are discussed in this paper. An outline of the relationships between these algorithms is presented in Figure 3. It is
assumed that the input is a sequence of word images Wj'
i = 1,2,... ,n. A routine for hypothesis generation implements
the gross visual processing of the words in a text. This routine
provides the expectations mentioned above by finding a set of
word N j (called a neighborhood) in a dictionary that have the
same feature description as the input word. This neighborhood is
then input to the global contextual analysis routine that uses
various tYQes of high-level processing to produce a reduced neighborhood
A method for hypothesis testing implements the
integration phase of visual processing. This routine determines
which hypothesis is contained in the image. This is done by.a
structured series of feature tests determined by the words in N j •

increase the reliability of the technique in the presence of noise.
This approach is suitable for generating hypotheses about an
input word since a small number of features can partition a large
dictionary into a limited number of small subsets. This is less
error-prone than using many features to carry out complete
recognition. The features used to compute the visual description
of a word image are shown below:

Nt.

hypothesis
generation

r

W'

dictionary

Ni
L------l~

word
images

l

A significant space at the beginning or end of a word that
does not contain a vertical bar (e.g., the space to the right of
the vertical bar in the 'c');

1.

A short vertical bar (e.g., the leg of an or');

2.

A long vertical bar extending above the main part of the
word (e.g., the ascender portion of a 'b');

3.

A long vertical bar extending below the main body of the
word (e.g., the descender in a 'p');

4.

Dots over short vertical bars (occurs in an 'i');

5.

Dots over long vertical bars (occurs in a 'j'),

The visual description of a word is represented by appending the visual descriptions of its characters. Any zero that
appears between two non-zeroes is deleted and at most one zero is
retained at the beginning or end. For example, the visual description of "dog" is "121111", the visual description of cat is "111",
and the visual description of "tie" is "1410". The zeroes are
deleted because it is easier to detect that feature at the ends of
words than in the middle. This representation is then used to
partition a dictionary of words into subsets that all have the
same visual description. Figure 4 shows an example of an input
word and the sequence of features extracted from it.

global
contextual
an;liysis

hypothesis
word
testing ~-~ decisions

... w i

O.

",Wi

~a~

Figure 3. An outline of the algorithmic realization of the
computational theory.

In line with the relatIOnship between a computatiorlal
theory and its algorithms, the methods the algorithms use to compute their results are most likely very different from the
methods used by people. In this way, the algorithms are different
from a psychological simulation of reading. This is quite
appropriate since the objective of this work is to develop algorithms that read digital images of text. Therefore, the algorithms
should take advantage of their domain rather than being tailored
to some other domain, such as the human processor. However,
the algorithms must still compute what is specifted by the computational theory.

,I -•-_.

'_\

(a)

11110

(c)

Figure 4. An example input word (a) and the vertical bars
extracted from it (b). The sequence of feature-numbers for (b) is
shown in (c).
This representation is able to produce small subsets in large
dictionaries [5,6]. For a' dictionary of 43,264 words, 28% of the
dictionary was uniquely specified by the representation. Also, the
average size of a partition of the dictionary was only 2.5. It is
interesting to note that this dictionary represents over 1,000,000
words of running text. The representation is also demonstrably
reliable. An algorithm was able to correctly compute the visual
descriptions in 85% to 100% of 1500 word images. The remaining cases were all rejected, i.e., there was 0% error rate.

The remainder of this paper discusses two of the three algorithms outlined above. The hypothesis generation procedure is
briefly presented. The global contextual analysis procedure is not
fully discussed here. Instead, the reader is referred to a technique
that uses knowledge about transitions between words to improve
the performance of the hypothesis testing portion of this algorithm [8]. This paper thoroughly analyzes the hypothesis testing
phase of this approach.

3. Hypothesis Testing
The hypothesis testing strategy uses the words in a neighborhood to determine a feature testing sequence. The testing
sequence is structured as a tree that specifies the order features
are tested in a word image. The results of those tests determine
successive tests. The result of each test reduces the number of
words that could match the input iml!ge.

2. Hypothesis Generation
The hypothesis generation component of the algorithm uses
a description of the gross visual characteristics of a word image
to index into a dictionary and retrieve a subset of words called a
neighborhood that have the same description. The visual description is the left-to-right sequence of occurrence of a small number
of features. The features are simple and easy to extract to

At each step in hypothesis testing, different discrimination
tests can be applied to the input word. Each discrimination test
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refers to a location between two adjacent vertical bars in the output of the neighborhood calculation. Under the hypothesis that
the word in the image is a word in the neighborhood, the
features at anyone location are constrained to be in a fixed set of
alternatives. Therefore, the discrimination tests tell the
difference between a, usually small, number of alternative
features.

The decision about which test to use is made during a training phase. For a fixed dictionary, each feature-discrimination that
could occur is determined. The tests are applied in order of computational cost, from least to most. The test is chosen that yields
the maximum class separability. This test is used during the running of the algorithm to carry out the given discrimination. The
result of a test is a classification and a confidence value. The
confidence is a normalized z score between 0 and infinity, determined by how well the result of the test corresponds with
results determined during the training phase.

If the number of alternative features that can occur
between vertical bars is much less than 26, a simpler discrimination is possible than if a character recognition methodology were
employed. The features used in our experimentation are shown
below:
feature

description

1

closed at both the top and bottom, e.g. "0";
closed at the top, e.g. un";
closed at the bottom, e.g. "u";
left of a short vertical bar in an "a"
right of a short vertical bar in a "c"
right of the short vertical bar in "e"
right of a long vertical bar in an "f"
between two short vertical bar in a "g"
right of a long vertical bar in a uk"
right of a short vertical bar in an Hr"
large empty space containing one of { s,v,w;X,y,z }.

An example is shown in Figure 5 of how the discrimination
tests are arranged in a tree. There are four vertical bars in the
input word and thus five locations at which a discrimination test
could be applied. The neighborhood is { me,now,may,over}. The
nodes at the first level of the tree are the tests that could be
applied at each of the five locations. The result of a test either
determines a recognition or the next set of tests that could be
applied. In Figure 5, if location 3 is considered and the discrimination between features 2,E, and EE is performed, lWW is recognized if E is present, and over is recognized if EE is present. Otherwise, locations 4 or 5 are considered. Notice that the discriminations now possible at these locations are much simpler than
could initially have been performed. Also notice that the four
words in the neighborhood could have been recognized with a
single test in location 4. Furthermore, this is only a four-class
discrimination and is much simpler than a 26-class discrimination.

~-----------------------------------------~
empty space;
E
2

3
4
5
6
7
8
9
10
EE

Various statistical measures on the search trees are pertinent
to an implementation of the hypothesis testing strategy. These
statistics provide some insight into the nature of the technique
and indicate how well it might perform [7]. Several statistics
that measure static characteristics of the search trees are defined
below. Assumptions of these definitions are that the statistics are
computed from a given dictionary of words and that the statistics are computed based on fixed set of features.

A discrimination test decides which member of a subset of
these features is present at a given location. Three discrimination
tests were used here:
1.
horizontal distance between vertical bars;
2.

vertical density projection;

3.

hamming distance.

Test 1 is very simple and involves a minimal amount of calculation, just the subtraction of two integers. Tests 2 and 3 are also
inexpensive, however, test 3 incurs a larger storage expense.

1.

Percentage of Dictionary Uniquely Specified: the percentage of words in the dictionary that are recognized by the
hypothesis generation process, that is, the neighborhoods of

(5)0
1

4 :E

11

I

E4\ 6E

I

+ + + +

me now may over

me

may

me

may

may now

Irl iEI
me

may

me may

may now

now may

Figure 5. An example search tree for the neighborhood {me, now, may, over} with shape
number "11110" Each node contains a position indicator un:" where n is one of 1 through 5. The test
at each node is carried out by discriminating between the features that follow the position indicator.
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now may

2.

3.

4.

5.

6.
7.

any of { me, now, may, over}. If such a shortest path is
chosen from each testing tree, the maximum length of these
paths indicates the most tests that would need to be executed to recognize any word in the given dictionary.

these words contain only themselves. These words are not
analyzed by the hypothesis testing algorithm. Therefore, it
is good if this statistic is as close to 100% as possible since
there are then fewer words for the hypothesis testing
algorithm to discriminate among.
Number of Trees: the same as the number of neighborhoods
that contain more than one word. This statistic gives some
measure of the complexity of recognizing words in a given
dictionary since it tells how many trees are needed to recognize the words that are not uniquely specified by the
hypothesis generation process.
Maximum Number of Words in a Testing Tree: indicates
the highest number of possibilities that ever have to be distinguished by the hypothesis testing algorithm. This is the
same as the most words in the decision space of any testing
tree. It is better if this statistic is as low as possible since
there is then a correspondingly lower probability of confusing one or more words and making an erroneous recognition.
Average Number of Words in a Testing Tree: indicates the
average number of words in the decision space of the testing trees. Again, it is better if this statistic is as low as possible since there is then a correspondingly lower chance of
confusion.
Number of Ambiguous Trees: indicates the number of trees
that contain words that cannot be completely recognized.
At best, these words are associated with a smaller decision
space than if hypothesis testing was not used. This statistic
is interesting since it gives an idea of the ability of a given
feature set to distinguish between the words in the dictionary. As more features are used, the number of ambiguous
trees should decrease. However, there will be a corresponding increase in the complexity of the testing process since it
will have to distinguish between more features.

8.

The statistical characteristics of search trees were computed
for subsets of the Brown Corpus which is a text of over
1,000,000 words designed to be representative of contemporary
American English [9]. The Corpus is made up of selections from
15 subject categories or genres that are denoted as below:.
A. Press Reportage;
B. Press Editorial;
C. Press Reviews;
D. Religion;
E. Skills;
F. Popular Lore;
G. Belles Lettres;
H. Miscellaneous;

B
C
H
K
L
M
N
P
R

dict.

words in

% diet.

no.

size

text

uniq

trees

8653
7751
6692
8554
6315
3001
8065
7713
4693

54662
35466
61702
58650
48462
12127
58790
59.014
18447

39
41
40
37
37
48
34
37
45

4587
4246
968
4328
926
405
1150
1073
642

J. Learned;
K. General Fiction;
L. Mystery and Detective Fiction;
M. Science Fiction;
N. AdVenture and Western Fiction;
P. Romance and Love Story;
R. Humor.

The text was converted to lower case and the individual words
were broken out. A dictionary was constructed by retaining a
list of all the unique occurrences of each word and their frequencies. The statistics were computed for a sample composed of all
the text in 9 of the 15 genres. This sample should give a good
indication of performance since at any time, only text from a single subject category is being read. The results of this study are
presented in Table 1.
The results of this study are quite interesting. The maximum number of words in a tree varies from 30 to about 60.
Even 60 words should present no problems for the technique.
The average number of words in a tree varies from 3.9 to 4.6.
Therefore, if the trees were used on a random basis, we could
expect this to be the average number of words that would need
to be discriminated. The number of ambiguous trees is always
less than 10 percent of the total number of trees and some some
genres is less than 2 percent. The frequency of the ambiguous
words is always less than 7 percent. Therefore, only at most 7
percent of all the word images in the text of the genres could not
be completely recognized. The maximum size of the shortest path
is never more than three. Therefore, only at most three tests
have to be executed to recognize any word.

Frequency of Ambiguous Words: indicates the percentage
of the running text made up of ambiguous words.
Maximum Shortest Path: measures the longest path in the
set of shortest paths chosen from each testing tree. The
paths this statistic refers to are paths from the root to a terminal node, where a terminal node contains a discrimination test with results that are all recognition decisions. The
length of the shortest path in any testing tree is at least one
since at least a single test must be executed to discriminate
among the words in the deCISion space of the tree. The
length of the shortest path in the tree shown in Figure 5 is
one since only one test is needed in position 4 to recognize

genre

Average Shortest Path: indicates the average length of the
shortest path in all the testing trees. This statistic is
interesting since it gives the average number of tests that
must be executed to recognize any word in the dictionary
that falls in a neighborhood that contains more than one
word.

max.
words
in tree
61
59
43
63
56
30
62
64
35

avg.
words
in tree
4.4
4.3
3.9
4.6
4.3
3.9
4.6
4.6
4.0

no.
ambig.
trees
60
57
41
74
50
22
80
73
32

freq.
ambig.
trees
5%
4%
3%
5%
5%
4%
6%
7%
4%

max.
shrtst.
oath
2
2
2
2
2
2
2
3
2

avg.
shrtst.
path
1.3
1.2
1.2
1.3
1.3
1.2
1.3
1.3
1.2

Table 1. Statistical characteristics of the search trees for the genres of the Brown Corpus.
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4. Experimental Results
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images.

The author. is grateful for help received from Paul
Palumbo, Ganapathy Krishnan and Sargur Srihari. Financial support was received from the United States Postal Service under the
BOA program.
REFERENCES

The first shortest path in each of the
trees was used.
This required only 104 different discrimination tests. The simplest test (horizontal distance) was adequate for 52% of the 104
discriminations. This is quite encouraging and shows that
because this methodology constrains the features that could occur
to a small number of alternatives, very simple tests can be used.
Five of the ten fonts were used as training data. The other
fonts were subject to no image processing before they were used
for recognition testing. The 6300 words in the training data
were recognized correctly 98% of the time when the characters
were not touching and 95% of the time when the characters were
touching. The ot)1er cases were errors. The 6300 words not in
the training data were correctly recognized in 95% of the cases
when the characters were not touching and 92% of the time
when the characters were touching.

1.

W. K. Estes, "On the interaction of perception and memory
in reading," in Basic Processes in Reading: Perception and
Comprehension, D. LaBerge and S. J. Samuels (editor),
Lawrence Erlbaum Associates, Hillside, New Jersey, 1977.

2.

L. Frazier and K. Rayner, "Making and correcting errors
during sentence comprehension: eye movements in the
analysis of structurally ambiguous sentences," Cognitive
Psychology 14 (1982), 178-210.

3.

R. N. Haber and L. R. Haber, "Visual components of the
reading process," Visible Language XV, 2 (1981), 147-181.

4.

1. Hochberg, "Components of literacy: Speculations and
exploratory research," in Basic Studies on Reading, H.
Levin and J. P. Williams (editor), Basic Books, Inc., New
York, 1970, 74-89.

5.

J. J. Hull, "Word shape analysis in a knowledge-based
system for reading text," The Second IEEE Conference on
Artificial Intelligence Applications, Miami Beach, Florida,
December 11-13, 1985, 114-119.

6.

J. J. Hull, "Hypothesis generation in a computational model
for visual word recognition," IEEE EXpert, August, 1986,

7.

J. J. Hull and S. N. Srihari, "A computational approach to
visual word recognition: hypothesis generation and testing,"

63~70.

5. Discussion and Conclusions
A computational theory and algorithm for fluent reading
was presented. The work presented in this paper sought to
bridge the gap between theory and methods and to bring to reading algorithms the benefits of many years of psychological investigation of human reading. The mechanism used to effect this
transfer was a computational theory and its related algorithms.

IEEE Computer Society Conference on Computer Vision
and Pattern Recognition, Miami Beach, Florida, June 22-26,
1986,156-161.
8.

It was seen that people do not read by recognizing isolated
characters as do most current techniques. Instead, people recognize larger groups of letters or words. This recognition process
uses at least two stages. One uses a gross visual description to
develop expectations about words in a running text. The other
integrates these expectations with detailed visual processing to
form complete perceptions of the words in the text. This stage of
processing is very individualized and subject to change based on
many external factors. Another process that occurs during reading uses high-level knowledge to affect the visual processing.

9.
10.
11.

This paper discussed algorithms that performed the two
stages of visual processing. A method for hypothesis generation
was presented that extracted a gross visual description of words
and used it to return a number of hypotheses from a dictionary
that contained the word in the input image. A technique for
hypothesis testing was also presented. This method was structured as a tree search of discrimination tests. The result of a
discrimination test was either a recognition of the input word or
another set of tests that could be applied to the image. The tree
search methodology was set up so that many different strategies
could be used to recognize a word, as a human reader is capable
of doing.
Various characteristics of the testing trees were explored in
statistical experiments. It was shown that this technique
requires a small number of tests to recognize any word in large
subsets of text. Recognition experiments on many different fonts
showed that about 95% correct recognition was achieved on
12,600 word images. This demonstrates the ability of this
methodology to tolerate different formats and its potential to
reach high levels of performance.

12.
13.

14.

15.
16.

17.

J. J. Hull, "Inter-word
recognition," Proceedings

constraints in visual word
of the Conference of the
Canadian Society for Computational Studies of
Intelligence, Montreal, Canada, May 21-23, 1986, 134-138.
H. Kucera and W. N. Francis, Computational analysis of
present-day American English, Brown University Press,
Providence, Rhode Island, 1967.
D. Marr, Vision, W.H. Freeman and Company, San
Francisco, 1982.
D. Marr and H. K. Nishihar~, "Representation and
recognition of the spatial organization of three-dimensional
shapes," Proceedings of the Royal Society of London B 200
,269-294.
K. Rayner, Eye movements in reading: perceptual and
language processes, Academic Press, New York, 1983.
J. Schurmann, "Reading machines," Proceedings of the 6th
International Conference on Pattern Recognition, Munich,
West Germany, October 19-22, 1982, 1031-1044.

J. Shillman, Character recognition based on
phenomenological attributes: theory and methods,
Massachusetts Institute of Technology, August, 1974. Ph.D.
Dissertation.
T. Stanton, "Compound document processor," PC Magazine
5, 16 (September 30, 1986), 170-177.
G. R. Thoma, S. Suthasinekul, F. L. Walker, J. Cookson and
M. Rashidian, "A prototype system for the electronic storage
and retrieval of document images," ACM Transactions on
Office Information Systems 3, 3 (July, 1985), 279-291.
USPS, Report on the field testing of commercial OCR's,
USPS Research and Development Laboratories, 1980.
R.

181
Third IEEE Conference on Artificial Intelligence Applications, Kissimmee, FL, Feb. 23-27, 1987, 176-181.

.

. .

!~

••

.
..... - ....

Third IEEE Conference on Artificial Intelligence Applications, Kissimmee, FL, Feb. 23-27, 1987, 176-181.

~

~jII

''''~

. tt
--~ . .d .~

