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ABSTRACT
A methodology for recognizing ZIP codes (postal codes) in handwritten addresses is
presented. The method involves the use of many diverse pattern recognition and image processing algorithms. Given a high-resolution image of a hand-written address block, the solution
involves tools capable of hypothesizing the location of the ZIP code, segmenting and recognizing ZIP code digits, locating and recognizing City and State names, and looking-up the results
in a dictionary. In performing the recognition the solution integrates knowledge from various
sources, including the results of diverse pattern recognition and image processing algorithms
applied to the image. The control structure is not strictly sequential, but in the form of a blackboard architecture that opportunistically invokes tools as they are needed. An implementation
of the methodology is described as well as results with a data-base of grey level images of
handwritten addresses (taken from live mail in a U.S. Postal Service mail processing facility).
Future extensions of the approach are also described.
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-----....1. INTRODUCTION
The determination of the destination postal code from a handwritten address is a problem
of great importance to automated mail processing. Presently, 15 percent of first class mail handled by the United States Postal Service (USPS) is handwritten (either hand-printed or cursive)
[9]. While this percentage may seem small, it translates into nearly ten billion mail pieces
annually [12]. Present optical character recognition (OCR) systems were designed to read
machine print. Only a small percentage of handwritten addresses are recognized thus leaving a
large volume of mail that must be processed in costly semi-automatic or manual processes.
Handwritten addresses have been automatically sorted in some countries (particularly
Japan) by requiring that the postal code be printed in boxes at known locations on a mailpiece.
This is sometimes accompanied by examples of how digits should be printed. This makes the
problem much simpler because the postal code is easily located, the digits are separated, and the
digits are formed with fewer variations.
In the United States, 'the solution based on placing stringent requirements on the address
has been ruled out because of several reasons (e.g., public acceptability). Therefore, the algorithms described within this paper were designed to read ZIP codes in completely unconstrained
handwritten addresses.

There are various characteristics that make the handwritten ZIP code recognition (HZR) a
challenging problem and distinguish it from the machine-printed OCR problem. These characteristics are illustrated by the examples of Figure 1 that are address blocks taken from actual
live mail: (a) a very neat hand-printed address block in which the ZIP code digits are prototypical and the State abbreviation can be easily recognized, (b) a neat cursively written address
block that contains an easily recognizable hand-printed State abbreviation, (c) a hand-printed
address block where the ZIP code is not in the last line, which makes the ZIP code location
problem difficult, (d) underlines are present in the address which make ZIP code location and
digit segmentation difficult, and (e) a poorly formed cursive address that does not contain a ZIP
code.
Acoinplete system for unconstrained HZR needs' many components. At the most basic
image processing ,level, 'an input image must be tb.resholded and noise must be removed. The
lines must then ,be segmented from the address block, separated into words, and candidates for
the ZIP code, city name, and state name must be determined. The city and state names may
have to be read either because the ZIP code is absent or as a secondary verification aid. A complete sorting of the piece might require that the street address be located and segmented. This
includes identification of the street name, number, and abbreviation (for example "St." or
, , Ave.' ') .. Following the identification of the candidates for these classes, the words themselves
must be recognized. This may require re-assignment of the classes. All the time, the system is
dealing with handwritten text which is much more difficult to recognize than plain machineprinted text. It is because of these difficulties and the need to control many component algorithms that a non-sequential and opportunistic control structure is needed for HZR.
Section 2 is a discussion of the control structure of a handwritten ZIP code recognition
system (HZRS). Section 3 describes the image processing tasks of HZRS. Section 4 pertains to
locating the ZIP code, city and state names within a handwritten address block. Section 5
describes preprocessing and digit recognition operations involved in recognizing the located ZIP
code. Section 6 discusses the use of external information (e.g., City and State names). Section
7 gives some experimental results and Section 8 is the conclusion.
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Figure 1. Examples of handwritten address blocks extracted from live mail. Portions are
obscured to preserve the anonymity of the recipient.
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2. SYSTEM DESIGN AND CONTROL STRUCTURE
The blackboard architecture offers several advantages over simpler sequential and rulebased architectures [3]. In HZRS, different levels of knowledge are needed simultaneously for
processing the image. For example, when thresholding the image (normally considered a lowlevel process), higher level information (such as the expected number of lines, the expected size
of characters, etc.) can be used to determine the success of the thresholding step. Many other
steps in HZRS also require access to different levels of information.
The blackboard architecture is also useful in controlling which processing tool will be
used next. The type and order of processing varies depending on the characteristics of the
image. At any given time, a number of tools may be applicable to problem solving; however,
only the most useful tool should be applied at that time. Again, information from a variety of
levels will be needed to determine which processing tool is most useful. The blackboard architecture allows access to all the information so that the most useful processing tool can be determined.
A limitation of many production systems is that they have a smail amount of short term
memory on which to base decisions. The size and complexity of the HZR problem requires that
a more complex information storage and retrieval system be used. The "blackboard architecture
of HZRS has a hierarchical structure so that large amounts of data can be stored in an easily
accessible manner.
Many of the problems mentioned above can best be appreciated by tracing through the
actual control flow of HZRS. The organization of the blackboard is represented in Figure 2.
The input to HZRS is assumed to be a high-resolution (300 ppi) image of a correctly
oriented address block. The address block itself is assumed to be located by a system such as
that described in [10]. The first processing step of HZRS is thresholding the image. Then, a
specialized tool determines whether the image is machine-printed or handwritten. Machine
printed addresses tend to require simpler (and less costly) or different processing techniques,
e.g., a character recognition algorithm for machine printed text may be quite different from one
for handwritten text. If an address is determined to be machine printed, the control structure
will either process the image (with a simpler algorithm) or indicate that the image should be
sent through a different process.
If the image is not machine printed, the bottom 2-3 lines of image text will be segmented
into text lines. These are the ones likely to contain the most valuable information for HZR,
including the actual ZIP code, state name, and city name. Further processing will concentrate
on these bottom lines. If the bottom text lines are not easily segmentable, rethresholding may
be necessary.
If the line segmentation is successful, the segmented text lines are further segmented into
words. Again, rethresholding can occur if problems with word segmentation develop. A likely
ZIP code candidate is taken from this group of segmented words. Then, the ZIP code candidate
is segmented into digits. If the segmentation did not produce the expected 5 or 9 digits that
USPS ZIP codes contain, one of several corrections can be made: a new ZIP code candidate is
chosen, the current ZIP code candidate is merged with another word, or the current ZIP code
candidate is split into 2 or more words. After corrective action, segmentation on the modified
ZIP code candidate can be performed. Corrections and resegmentations can be repeated on the
ZIP code candidate until either a potential ZIP code is found (and segmented) or it is determined that no likely ZIP code candidate exists.
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Figure 2. Organization of blackboard structure. The organization is divided into four
separate areas: external information (top), control structure (upper left), information relevant to
the current address block (lower left), and available tools (right).
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Segmentation provides a set of digit images which make up the ZIP code candidate. The
digits are identified and have confidence values assigned to them. Furthermore, each digit
recognition algorithm may provide a set of possible identifications (each with its own
confidence) for each digit If the confidence values are very low, a new ZIP code candidate can
be taken from the text lines. Often low confidence values will result from a non-ZIP code word
being mistakenly chosen as a ZIP code candidate (such as a state name with 5 characters). If
the digit confidence values are high, these choices should be ranked and invalid digits should be
eliminated using the USPS ZIP code directory. Such a directory contains a listing of all valid
ZIP codes and their associated cities and states. Even if the exact ZIP code is not known, the
USPS ZIP code directory may be used to constrain the values of some of the digits. By constraining the digit values, we may enable the digit recognition algorithms to more accurately
identify the digits. That is, if we inform a digit recognition algorithm that a digit is either a "3"
or an "8", the digit recognition algorithm's task is constrained to a possibly simpler problem.
Once a likely ZIP code candidate is found and its digits are partially identified, other information from the image can be used.
A likely state candidate is chosen from the group of segmented words. The state candidate
is identified and assigned a confidence value. As with the ZIP code, a poor confidence value
may result in either choosing a new state candidate, merging state candidates, or splitting the
state candidate to get a more likely state candidate. State names have the added difficulty that it
is possible that the first word of a 2-word state name is needed.
In the United States, out of 50 state names, 11 are 2-word state names. The first part of
the 2-word state name may be essential in identifying the state name (such as North Dakota and
South Dakota). The first word of the 2-word state name will be located immediately to the left
of the original state name candidate. If the first word of the 2-word state name cannot be
identified properly (possibly due to incorrect segmentation), text words may be merged or split
to correctly segment the first word of the 2-word state name (Note: since the location of the first
state word is known, it is unnecessary to choose an entirely different state word, as was required
when choosing the original state candidate).

Studies of mail pieces show that the city name will either fill the line to the left of the
state name or fill the entire line above the state name [2]. So, once we have properly identified
the state name location, the location of the city name will be known. However, identification of
the city name is a more difficult problem than identifying the state name. There are only 50
possible state names in the United States, but there are tens of thousands of possible city names.
Therefore, constraining the city names will be much more difficult. Since unconstrained
handwritten text recognition is beyond the scope of this project, we will confine ourselves to
extracting features of the city name. By combining these extracted city features with ZIP code
digit information, state name, and USPS directory information, we can further constrain the
location address of the mail piece. The city name features that we will examine are the number
of words in the city name, the number of characters in each word of the city name, and the identity of the first and last character of each word in the city name. If the features of the city name
does not match those features expected by state and ZIP code information, we may merge or
split the words of the city name into different clusters of characters. Naturally, these changes
may require that the number of words, characters per word, and identification of first and last
characters of each word in the city name be adjusted accordingly.
City, state, and ZIP code information is then compared to check consistency. If the information is deemed consistent enough, the ZIP code search is complete and the destination
address is reported. Otherwise, any of the steps in acquiring the city name, the state name, or
USPS Advanced Technology Conference, Washington, D.C., May 3-5, 1988
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the ZIP code may be repeated.
In the development of HZRS, this control structure is subject to change as various tools
are completed and tested. However, we will use this description as an active working model,
updating it as necessary.

3. IMAGE PROCESSING TOOLS
HZRS receives grey level digital images as input. These images must be thresholded and
nonnalized to remove as much of the writer-dependent characteristics as possible. We have
included routines for horizontal line removal, slant correction, and machine-print and handwriting discrimination in our preprocessing algorithms.

3.1. Thresholding
The grey level images that are received by HZRS contain only an address block. This is
most often composed of text and a plain background. The frequent lack of variation in the
background and the relatively high degree of contrast between foreground and background
simplifies the thresholding problem. After investigation of several alternative methods, including experimental implementations~ we adopted a technique due to Otsu that perfonns quite well
on handwritten address images [4]. Experimental results have demonstrated that this technique
perfonns well for the HZR application.

3.2. Horizontal line removal
Frequently, the words in an address are written on machine-printed horizontal lines that
are provided to assist the writer. Often the handwritten text of the address intersects the horizontal lines. The text and the lines are then fused during thresholding and result in an image
that is not conducive to connected component analysis to locate the ZIP code, and so on.
A technique for horizontal line removal has been developed to solve this problem. This
algorithm makes two passes in scan line order through a thresholded image. In the first pass,
the width of a pen stroke is estimated. In the secorid pass, runs are located that are longer than
the stroke width plus a threshold. These runs are hypothesized to be horizontal lines and they
are removed.

3.3. Slant correction
Another writer-dependent artifact that can be removed is the slant that is naturally a part of
most everyone's cursive and printed text. We have developed a technique called "skew scanning" to estimate and remove this slant. This technique scans a binary image at different angles
and finds two angles. The first is the angle at which the average run length is maximized. The
second is the angle at which the maximum run length occurs. Based upon experimental investigation, it was detennined that the average of these two angles is a good estimate of the slant in
the script. A shear transfonnation is used to correct for the distortion given by this angle.
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3.4. Machine print and handwriting discrimination
One of the questions our system must answer is whether the input address block is
handwritten or machine-printed. This is done because all the other processes of the system such,
as ZIP code and State name location and recognition depend on parameters and data that are
different for the two domains.
The algorithm used to classify an address as either handwritten or machine-printed is
based on the spatial regularity of black-to-white transitions in the thresholded image. The regularity is measured by computing three histograms. The first histogram plots the number of 0-1
(black-to-white) transitions horizontally separated from another 0-1 transition by n pixels. The
second histogram plots the number of 0-1 transitions vertically separated from another 0-1 transition by n pixels. The third histogram plots the number of 1-0 (white-to-black) transitions
vertically separated from a 0-1 (black-to-white) transition by n pixels. Regularity or periodicity
in these histograms indicates the presence of machine printed text. This is because machineprinted characters tend to be of more uniform height and width than handwritten characters and
this characteristic is reflected in the histograms.
Experiments were conducted in which 59 handwritten addresses and 50 machine-printed
addresses fonned the training set. A leave-one-out method was used to test the classifier. The
Euclidean distance between each prototype and every other prototype was computed and the five
closest distances (besides the prototype being tested) were used to provide the decisions needed
by the algorithm. Several values for the length of the filters (given as the starting distance and
the length of the filter) were tested to determine which parameters yield the best perfonnance.
Perfect 100 percent correct perfonnance was achieved in discriminating machine-print and
handwritin~ It should be noted that these are optimistic results because the size of the dataset
was so small. However, these parameters should still yield good perfonnance in large experiments.

4. ZIP CODE, STATE AND CITY NAME LOCATION
Before any recognition can be perfonned, the words or digit strings must be located in the
image. We have devised a two-step solution to this problem. The first phase is a segmentation
of an address block into lines followed by a segmentation of the lines into words.
The line segmentation is perfonned by computing a horizontal profile of the image where
the sum of the gray values (subtracted from 255) on each scan line is computed. The peaks and
valleys in this profile (histogram) are then located. The valleys correspond to horizontal white
regions while peaks correspond to black regions. By locating the valleys in this profile, a line
segmentation can be performed.
The word segmentation is performed by connected component analysis within the lines. A
set of thresholds on size, horizontal distance between letters, and horizontal distance between
words are used. The result is an indication of the location of words within the lines. This is
used to locate a ZIP code by applying line segmentation and then looking for the word in the
lower right comer of the address block. The control structure has the ability to call this routine
more than once to locate words at the right end of the lines above. This is utilized if the control
structure determines that a non-ZIP code was found. A statistical study has shown that this routine should be called at most twice to locate over 98 percent of all handwritten ZIP codes [11].
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S. ZIP CODE RECOGNITION
Our approach for HZR is based on the traditional segment then classify methodology.
This approach is usually most successful for machine-printed text where the boundaries for
characters are either well-determined or can be guessed with a reasonably high degree of accu- '
racy. However, this is not nearly as true in unconstrained handwritten addresses where the text
can be cursive or printed and even when it is printed the letters or digits can be touching.

5.1. Preprocessing
There are several pre-processing steps that must be applied to a handwritten ZIP code
before its digits are recognized. The objectives of these steps is to reduce the immense amount
of variability present from one ZIP code to another and to give the digit recognition algorithm
images that are as free from writer-dependent effects as possible.

5.1.1. Segmentation
The algorithm used to segment a ZIP code into digits is very important to the recognition
accuracy of the system [6]. We have developed an approach similar to that discussed in [8]. In
our method it is assumed that the number of digits present in the image is known. Simple connected component analysis is then used to attempt to locate that number of digits. If this fails,
the components are analyzed and those that contain more than one digit are determined.
Those components that are guessed to contain more than one digit are then inspected. The
location of the correct number of cut points are estimated based on the slant of the script. The
upper and lower profiles are then compared and an attempt is made to find peaks in them nearby
the estimated cut points. If this confirmation succeeds, the digits are physically segmented by
trying to connect the corresponding peaks in the upper and lower profiles. The program tries to
follow the slant of the strokes in the script and avoid a brute-force cut of the image. Figure 3
shows an example of this process .
. This process has been fairly successful do far. It performs quite well if it is given a valid
ZIP code. However, given a string of neither five nor nine digits, or even a word, it faithfully
segments this string into five or nine components. This most often results in digits that are
rejected by the recognition algorithm. However, this problem still needs to be addressed.

5.1.2. Size Normalization
The same algorithm is used for size normalization in all the character recognition algorithms in the system. Size normalization is performed in two steps. The first one normalizes
for height and the second for width. This is done so that inherently thin digits like "1" are not
distorted with respect to thicker digits such as "8".

5.2. Digit Recognition
Several previous algorithms for handwritten digit recognition have used a hierarchical
approach in which more than one basic algorithm is applied either in sequence or in parallel.
This is done to achieve (i) higher speed by applying the most efficient algorithms first and
accepting their results only if confidence is high enough and (ii) greater accuracy by combining
USPS Advanced Technology Conference,
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Figure 3. Example of ZIP code segmentation

the results of more than one algorithm [1,7]. We have also followed a hierarchical approach in
order to achieve a high recognition rate and a low error rate. Our method includes three algorithms: (i) a template matching algorithm to make a decision based on the overall holistic
characteristics of the image, (ii) a mixed statistical and structural classifier used on features
extracted from the contour of the digit, and (iii) a structural classifier used on information about
the size and placement of strokes in the image. These three algorithms were chosen because
they utilize different types of information in the image and thus have a better chance of compen·sating for each others' weaknesses.
The subsequent sections describe each digit recognition algorithm. Individual testing of
each approach is also discussed. To make the results comparable, the same training and testing
data was used for each technique. The ZIP codes from the 400 addresses in the trial database
(see the Appendix). were extracted and segmented by the algorithm described earlier. Only
digits that were segmented correctly were retained. This gave us 1754 digits that were used as
training data. A similar process was applied to the ZIP codes in the first 2000 addresses of the
designed sample. This yielded 8129 digits that were used as testing data for the digit recognition algorithms. The distribution across the ten classes is given below:
N
training data
testing data

0
275
1381

1
164
1139

2
189
813

3

215
670

4
210
698

5
173
636

6
151
730

7
139
680

8
115
639

9
123
743
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total
1754
8129

5.2.1. Template Matching
The template matching approach for digit recognition uses a large library of sizenormalized templates as its training data. An input image is recognized by matching it to the
prototypes in the library and choosing the top K that match best. The matching criterion is sim-'
ply the sum of the exclusive-or, that is, the number of pixels that are different between the sizenormalized input digit and the size-normalized prototypes. The smaller this value, the better the
match.
Template matching was trained on the 1754 digits in the training data set was tested on
the 8129 digits in the testing set. Many variations on the basic parameters were used. Table 1
shows the results of varying K and the number of choices among K . that must agree for the
algorithm to make a decision (designated k). The percentages correct, error, and reject are
shown. A decision is correct if it is the same as the class of the input. An error occurs if a decision does not match the input and a reject occurs if no choice received the required number of
votes. This gives an idea of the different level of accuracy possible with this approach. The
error rates range from 2 to 11 percent and the percentage correct ranges from 61 to 86 percent.

5.2.2. Statistical and Structural Analysis of Boundary Approximation
This method first approximates the contour of a digit with a piecewise linear fit. It then
computes features from that fit and places them in a feature vector. This vector is matched to a
stored set of labeled prototypes and those t.~at match best are determined. The matching is done
with both structural feature tests and a weighted Euclidean distance. The structural tests are performed on features such as the size and location of holes that have proven useful in partitioning
a training set into known subsets. This approach is based on a method that has previously
demonstrated high recognition rates [5]. The classifier is a mixture of a structural, decision tree
classifier that determines in which subset of classes a given vector belongs. A K-nearest neighbor classifier is then used on the feature vectors in those classes.
The mixed statistical and structural approach was trained on the 1754 digits in the training
data set and a run was done to test the approach on the 8129 digits in the testing set. Many
variations on the basic parameters were used. .Table 2 shows the results of varying K and the
number of choices among K that must agree for the algorithm to make a decision (designated
k). The percentages correct, error, and reject are shown. A decision is correct if it is the same
as the class of the input. An error occurs if a decision does not match the input and a reject

Table 1. Results of varying k and K for the template matching algorithm.

k
K

% correct
% error
% reject

2
3
86
11
4

3
3
72

3
25

3
5
84
10

6

4
5
76
4
19

5
5
61
2
37
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occurs if no choice received the required number of votes. The algorithm is able to successfully
recognize 87 percent of the digits with a two out of three decision rule. However, a 12 percent
error rate is incurred. The lowest error rate (4 percent) is achieved with a five out of five rule.
However, only 73 percent of the digits are successfully recognized. The development of this
technique will continue to achieve higher success rates and lower error rates.

5.2.3. Structural Approach
The structural method of numeral recognition decomposes a numeral into strokes that are
used as features for classification. The feature extractor computes contour profiles, stroke runlength, holes and their estimated stroke width. Then the numeral is completely described as a
group of nearly horizontal strokes (H-strokes) and nearly vertical strokes (V-strokes). An example of stroke decomposition and features extracted of a numeral is shown in Figure 4.
The numeral classifier uses the detected strokes, holes, and digit profiles as features. The
classifier consists of many rules, each specifies a certain type of numeral. These rules describe
the structure and the topological criteria of various type of numerals. For example, a rule for a

Table 2. Results of varying k and K for the mixed statistical and structural algorithm.
k
K
% correct
% error
% reject

2
3
87
12
1

3
3
79
6
15

3
5
87
11
2

4
5
82
8
11

5
5
73
4
23

~

.Figure 4. An example of the stroke decomposition and feature description of the numeral
"3".
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type of digit "0" is the following:
There are two H-strokes, two V-strokes, and one hole; two V-strokes are connected to the
upper H-stroke and the lower H-stroke, one at left and one at right; and the hole is positioned in the center of those strokes.
These rules were constructed by obselVing the results of the stroke decomposition process as
applied to the 1754 numeral samples in the training data. We summarized the results as different
prototypes, then built the corresponding rules. These rules enabled the classifier to recognize 88
percent of the 1754 digits. This digit recognition method was tested on the testing data of 8129
digits. The correct recognition rate was 86.3 percent, the error rate was 3.2 percent, and 9.6 percent of the digits were rejected. The performance of the algorithm is expected to be upgraded as
more rules are added to the knowledge base of the program.

5.2.4. Combined Performance
The three digit recognition algorithms discussed above. have been combined with a decision tree to improve performance. All three algorithms are run on a digit and their results are
passed to the tree. The first test checks if the best decision of every algorithm is the same. If so,
this is the decision of the system. Subsequent tests check other combinations of decisions.
Altogether there are seven such tests in the tree. This method was tested by running the three
digit recognition methods on over 8000 digits that were distinct from a training set of 1754
digits. The decision tree correctly identified 91 percent of the digits with a 1.7 percent error
rate. The remainder were rejects. This was significantly better performance than any of the
three individual algorithms.

6. USE OF EXTERNAL INFORMATION
6.1. City and State name recognition
Recognition of unconstrained handwritten city and state names is a difficult problem that
has been subject to much research. Most techniques require that input be written on a bitpad or
that characters be written individually. This is obviously unreasonable for our application.
Therefore, we have been working on several approaches for recognition of such input. One
method that we are currently using is based on the mixed statistical and structural classifier discussed above and an assumption that we can determine a-priori whether an input word contains
two characters. This is a significant sub-problem in HZR since it has been determined that over
50 percent of letter mail with a handwritten address contains a two-letter state abbreviation.
The mixed approach is applied to two-letter abbreviations in the same way as above. The
difference is that now we have over 50 classes (one for each State) and the within class variation
is much wider. The results of a simple application of this method to a database of 500
handwritten two-letter state abbreviations is that we can successfully recognize 22 percent with
an error rate of 5 percent and a reject rate of 73 percent.

6.2. Contextual postprocessing
The USPS has compiled severaJ.large databases that are helpful for use in contextual postprocessing applications. We have incorporated information from the Directory of Post Offices
(DOPO) database in our system. DOPO supplies the City and State names that correspond to
USPS Advanced Technology Conference,
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all the valid ZIP codes in the United States. It also has several alternate City names that might
appear with each ZIP code. The control structure uses this information to eliminate invalid ZIP
codes from the choices provided by the digit recognition algorithms along with infonnation
from the City and State name recognition routines.

7. EXPERIMENTAL RESULTS
A limited version of the system discussed in this paper has been constructed and is
presently working. We are developing the complete system with this as the basis. The current
version of the system contains the following tools:
1.
2.
3.
4.
5.
6.
7.
8.
9.
10.

TIrresholding;
Testing for machine or handwritten text;
Text line segmentation;
Text word segmentation;
ZIP code location;
ZIP code segmentation;
TIrree digit recognition algorithms; A six out of eleven classifier is used with five votes
from template matching and the mixed approach and one vote from the structural method.
A routine for comparing the results of digit recognition with the USPS database of allowable ZIP codes;
State word location;
State identification;

The tools are presently applied in a sequential order. The input is a gray level image of an
address. The output is either a decision about the ZIP code on the piece or a rejection.
An example of the performance of the system is how it handles the two images shown in
Figures 1 (b) and (c). Figure 1 (b) is a neatly written handwritten address. The system successfully recognizes the ZIP code. Figure 1 (c) has the ZIP code on the right end of the line above
the last line. The current system is unsuccessful in recognizing this ZIP code. Instead it tries to
recognize what it finds in the lower right comer and fails. This shows the need for a flexible
control structure that can change its processing based on partial results. We are presently
enhancing the system to handle such cases. This should significantly improve performance.

To date, the system has been tested on the first 2000 address blocks from the database
described in the Appendix. The ZIP code was correctly identified in 28 percent of the cases, 10
percent of the addresses were correctly rejected because they did not contain a ZIP code and
there was a 4 percent error rate. We are presently working on several methods of increasing the
percentage of mail that is recognized. An important point to note here is that the database is not
a random sample of the mail stream and was designed to include many difficult cases. Therefore, the results achieved necessarily under-represent the perfonnance of the system in an actual
working implementation.
8. SUMMARY AND CONCLUSIONS
A complete system for handwritten address ZIP code recognition was described. A blackboard based control structure was established for the system and several component image processing algorithms that are run at times detennined by the control structure were presented. In
particular, routines for thresholding, line segmentation, word segmentation, horizontal line
removal, machine-print versus handwriting discrimination, and ZIP code digit recognition were
USPS Advanced Technology Conference,
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presented.
Future work on this approach should include continued development of the control structure including an improved inference technique. Several image processing algorithms still have ,
to be incorporated, including better line and word segmentation. Also, an effort on handwritten
word recognition is needed to improve the perfonnance of City and State name recognition.
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Appendix: Postal Address Image Database
A database of digital images of complete handwritten addresses was collected by our group and is being used
to develop our system. The database consists of more than 2500 images of complete handwritten address blocks
digitized at 300 pixels per inch and with eight bits of grayscale. These images were collected on a daily basis over a
three month period from the beginning of February until the end of April, 1987. This was done at the Buffalo USPS
Management Sectional Center (MSC) in Buffalo, New York.
A trial database of about 400 randomly selected images was initially collected. A designed sampling
procedure was used to choose another 2636 pieces of mail. The objective of this procedure was to gather a database
that contained many cases that would be difficult to recognize by a simple approach and would still contain a
geographic distribution of addresses. We also digitized 120 images of machine-printed addresses. These were
randomly chosen with no particular constraints on the destination address.
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